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        In June 2019, three Israeli computer engineers arrived at a New Jersey building used by the F.B.I. They unpacked dozens of computer servers, arranging them on tall racks in an isolated room. As they set up the equipment, the engineers made a series of calls to their bosses in Herzliya, a Tel Aviv suburb, at the headquarters for NSO Group, the world’s most notorious maker of spyware. Then, with their equipment in place, they began testing.

        The F.B.I. had bought a version of Pegasus, NSO’s premier spying tool. For nearly a decade, the Israeli firm had been selling its surveillance software on a subscription basis to law-enforcement and intelligence agencies around the world, promising that it could do what no one else — not a private company, not even a state intelligence service — could do: consistently and reliably crack the encrypted communications of any iPhone or Android smartphone.

      

    

    
      
        
          Since NSO had introduced Pegasus to the global market in 2011, it had helped Mexican authorities capture Joaquín Guzmán Loera, the drug lord known as El Chapo. European investigators have quietly used Pegasus to thwart terrorist plots, fight organized crime and, in one case, take down a global child-abuse ring, identifying dozens of suspects in more than 40 countries. In a broader sense, NSO’s products seemed to solve one of the biggest problems facing law-enforcement and intelligence agencies in the 21st century: that criminals and terrorists had better technology for encrypting their communications than investigators had to decrypt them. The criminal world had gone dark even as it was increasingly going global.

        

      

      
        
          But by the time the company’s engineers walked through the door of the New Jersey facility in 2019, the many abuses of Pegasus had also been well documented. Mexico deployed the software not just against gangsters but also against journalists and political dissidents. The United Arab Emirates used the software to hack the phone of a civil rights activist whom the government threw in jail. Saudi Arabia used it against women’s rights activists and, according to a lawsuit filed by a Saudi dissident, to spy on communications with Jamal Khashoggi, a columnist for The Washington Post, whom Saudi operatives killed and dismembered in Istanbul in 2018.

          None of this prevented new customers from approaching NSO, including the United States. The details of the F.B.I.’s purchase and testing of Pegasus have never before been made public. Additionally, the same year that Khashoggi was killed, the Central Intelligence Agency arranged and paid for the government of Djibouti to acquire Pegasus to assist the American ally in combating terrorism, despite longstanding concerns about human rights abuses there, including the persecution of journalists and the torture of government opponents. The D.E.A., the Secret Service and the U.S. military’s Africa Command had all held discussions with NSO. The F.B.I. was now taking the next step.

          As part of their training, F.B.I. employees bought new smartphones at local stores and set them up with dummy accounts, using SIM cards from other countries — Pegasus was designed to be unable to hack into American numbers. Then the Pegasus engineers, as they had in previous demonstrations around the world, opened their interface, entered the number of the phone and began an attack.

          This version of Pegasus was “zero click” — unlike more common hacking software, it did not require users to click on a malicious attachment or link — so the Americans monitoring the phones could see no evidence of an ongoing breach. They couldn’t see the Pegasus computers connecting to a network of servers around the world, hacking the phone, then connecting back to the equipment at the New Jersey facility. What they could see, minutes later, was every piece of data stored on the phone as it unspooled onto the large monitors of the Pegasus computers: every email, every photo, every text thread, every personal contact. They could also see the phone’s location and even take control of its camera and microphone. F.B.I. agents using Pegasus could, in theory, almost instantly transform phones around the world into powerful surveillance tools — everywhere except in the United States.

          Ever since the 2013 revelations by Edward Snowden, a former National Security Agency contractor, about U.S. government surveillance of American citizens, few debates in this country have been more fraught than those over the proper scope of domestic spying. Questions about the balance between privacy and security took on new urgency with the parallel development of smartphones and spyware that could be used to scoop up the terabytes of information those phones generate every day. Israel, wary of angering Americans by abetting the efforts of other countries to spy on the United States, had required NSO to program Pegasus so it was incapable of targeting U.S. numbers. This prevented its foreign clients from spying on Americans. But it also prevented Americans from spying on Americans.

        

      

      
        
          NSO had recently offered the F.B.I. a workaround. During a presentation to officials in Washington, the company demonstrated a new system, called Phantom, that could hack any number in the United States that the F.B.I. decided to target. Israel had granted a special license to NSO, one that permitted its Phantom system to attack U.S. numbers. The license allowed for only one type of client: U.S. government agencies. A slick brochure put together for potential customers by NSO’s U.S. subsidiary, first published by Vice, says that Phantom allows American law enforcement and spy agencies to get intelligence “by extracting and monitoring crucial data from mobile devices.” It is an “independent solution” that requires no cooperation from AT&T, Verizon, Apple or Google. The system, it says, will “turn your target’s smartphone into an intelligence gold mine.”

          The Phantom presentationtriggered a discussion among government lawyers at the Justice Department and the F.B.I. that lasted two years, across two presidential administrations, centering on a basic question: Could deploying Phantom inside the United States run afoul of long-established wiretapping laws? As the lawyers debated, the F.B.I. renewed the contract for the Pegasus system and ran up fees to NSO of approximately $5 million. During this time, NSO engineers were in frequent contact with F.B.I. employees, asking about the various technological details that could change the legal implications of an attack.

          The discussions at the Justice Department and the F.B.I. continued until last summer, when the F.B.I. finally decided not to deploy the NSO weapons. It was around this time that a consortium of news organizations called Forbidden Stories brought forward new revelations about NSO cyberweapons and their use against journalists and political dissidents. The Pegasus system currently lies dormant at the facility in New Jersey.

          An F.B.I. spokeswoman said that the bureau examines new technologies “not just to explore a potential legal use but also to combat crime and to protect both the American people and our civil liberties. That means we routinely identify, evaluate and test technical solutions and services for a variety of reasons, including possible operational and security concerns they might pose in the wrong hands.” The C.I.A., the D.E.A., the Secret Service and Africa Command declined to comment. A spokesman for the government of Djibouti said the country had never acquired or used Pegasus.

          In November, the United States announced what appeared — at least to those who knew about its previous dealings — to be a complete about-face on NSO. The Commerce Department was adding the Israeli firm to its “entity list” for activities “contrary to the national security or foreign policy interests of the United States.” The list, originally designed to prevent U.S. companies from selling to nations or other entities that might be in the business of manufacturing weapons of mass destruction, had in recent years come to include several cyberweapons companies. NSO could no longer buy critical supplies from American firms.

          It was a very public rebuke of a company that had in many ways become the crown jewel of the Israeli defense industry. Now, without access to the American technology it needed to run its operations — including Dell computers and Amazon cloud servers — it risked being unable to function. The United States delivered the news to Israel’s Ministry of Defense less than an hour before it was made public. Israeli officials were furious. Many of the headlines focused on the specter of an out-of-control private company, one based in Israel but largely funded offshore. But authorities in Israel reacted as if the ban were an attack on the state itself. “The people aiming their arrows against NSO,” said Yigal Unna, director general of the Israel National Cyber Directorate until Jan. 5, “are actually aiming at the blue and white flag hanging behind it.”

          The Israelis’ anger was, in part, about U.S. hypocrisy: The American ban came after years of secretly testing NSO’s products at home and putting them in the hands of at least one country, Djibouti, with a record of human rights abuses. But Israel also had its own interests to protect. To an extent not previously understood, Israel, through its internal export-licensing process, has ultimate say over who NSO can sell its spyware to. This has allowed Israel to make NSO a central component of its national-security strategy for years, using it and similar firms to advance the country’s interests around the world.

        

      

      
        
          A yearlong Times investigation, including dozens of interviews with government officials, leaders of intelligence and law-enforcement agencies, cyberweapons experts, business executives and privacy activists in a dozen countries, shows how Israel’s ability to approve or deny access to NSO’s cyberweapons has become entangled with its diplomacy. Countries like Mexico and Panama have shifted their positions toward Israel in key votes at the United Nations after winning access to Pegasus. Times reporting also reveals how sales of Pegasus played an unseen but critical role in securing the support of Arab nations in Israel’s campaign against Iran and even in negotiating the Abraham Accords, the 2020 diplomatic agreements that normalized relations between Israel and some of its longtime Arab adversaries.

          The combination of Israel’s search for influence and NSO’s drive for profits has also led to the powerful spying tool’s ending up in the hands of a new generation of nationalist leaders worldwide. Though the Israeli government’s oversight was meant to prevent the powerful spyware from being used in repressive ways, Pegasus has been sold to Poland, Hungary and India, despite those countries’ questionable records on human rights.

          The United States has made a series of calculations in response to these developments — secretly acquiring, testing and deploying the company’s technology, even as it has denounced the company in public and sought to limit its access to vital American suppliers. The current showdown between the United States and Israel over NSO demonstrates how governments increasingly view powerful cyberweapons the same way they have long viewed military hardware like fighter jets and centrifuges: not only as pivotal to national defense but also as a currency with which to buy influence around the world.
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          Selling weapons for diplomatic ends has long been a tool of statecraft. Foreign-service officers posted in American Embassies abroad have served for years as pitchmen for defense firms hoping to sell arms to their client states, as the thousands of diplomatic cables released by WikiLeaks in 2010 showed; when American defense secretaries meet with their counterparts in allied capitals, the end result is often the announcement of an arms deal that pads the profits of Lockheed Martin or Raytheon.

          Cyberweapons have changed international relations more profoundly than any advance since the advent of the atomic bomb. In some ways, they are even more profoundly destabilizing — they are comparatively cheap, easily distributed and can be deployed without consequences to the attacker. Dealing with their proliferation is radically changing the nature of state relations, as Israel long ago discovered and the rest of the world is now also beginning to understand.

          For Israel, the weapons trade has always been central to the country’s sense of national survival. It was a major driver of economic growth, which in turn funded further military research and development. But it also played an important role in forging new alliances in a dangerous world. In the 1950s, when the nation was still young and essentially powerless, its first prime minister, David Ben-Gurion, established covert links with countries and organizations that lay just outside the ring of hostile Arab states that surround Israel. He called this approach “the periphery doctrine,” and his foreign intelligence agency, the Mossad, began weaving a network of secret contacts inside countries throughout the Middle East, Asia and Africa, including many that publicly sided with Arabs. Offering advanced weapons was a key to making those connections.

        

      

      
        
          By the mid-1980s, Israel had firmly established itself as one of the world’s top arms exporters, with an estimated one in 10 of the nation’s workers employed by the industry in some way. All of this bought good will for Israel from select foreign leaders, who saw the military aid as essential to preserving their own power. In turn, those countries often voted in Israel’s favor at the United Nations General Assembly, the Security Council and other international forums. They also allowed the Mossad and the Israel Defense Forces to use their countries as bases to launch operations against Arab nations.

          As cyberweapons began to eclipse fighter jets in the schemes of military planners, a different kind of weapons industry emerged in Israel. Veterans of Unit 8200 — Israel’s equivalent of the National Security Agency — poured into secretive start-ups in the private sector, giving rise to a multibillion-dollar cybersecurity industry. As with purveyors of conventional weapons, cyberweapons makers are required to obtain export licenses from Israel’s Ministry of Defense to sell their tools abroad, providing a crucial lever for the government to influence the firms and, in some cases, the countries that buy from them.

          
            ‘This issue is not about Israel’s security. It’s about something that got out of control.’

          

          None of these firms have been as wildly successful, or as strategically useful to the Israeli government, as NSO. The firm has its roots in a former chicken coop in Bnai Zion, an agricultural cooperative just outside Tel Aviv. In the mid 2000s, the building’s owner, realizing that coders might deliver a better profit than chickens, gave the space a light makeover and began renting it to technology start-ups looking for cheap office space. Among the start-up founders there, Shalev Hulio stood out from the veteran programmers around him: He was charismatic and easy to spend time with, but he also gave the impression — at least initially — of being somewhat naïve. He and his partner, Omri Lavie, an old friend from school, had each done their mandatory military service in combat units, rather than intelligence or technology, and for years they struggled to find a product that would connect. They developed a video marketing product, which briefly took off but then crashed with the 2008 global recession. They then started another company, called CommuniTake, that offered cellphone tech-support workers the ability to take control of their customers’ devices — with permission.

          That idea met with little enthusiasm, so the two friends pivoted to a very different kind of customer. “A European intelligence agency found out about our innovation and contacted me,” Hulio recalled in an interview. What quickly emerged was that their product could solve a much bigger problem than customer service.

          For years, law-enforcement and intelligence agencies had been able to intercept and understand communications in transit, but as powerful encryption became widely available, that was no longer the case. They could intercept a communication, but they could no longer understand what it said. If they could control the device itself, though, they could collect the data before it was encrypted. CommuniTake had already figured out how to control the devices. All the partners needed was a way to do so without permission.

          And so NSO was born. Hulio and Lavie, lacking the contacts they would need to scale their product, brought in a third partner, Niv Karmi, who had served both in military intelligence and in the Mossad. They took the company name from their first initials (Niv, Shalev and Omri) — that it sounded a little like “N.S.A.” was a happy coincidence — and began hiring. Recruitment was the essential ingredient of their business plan. The company would eventually employ more than 700 people in offices around the world and a sprawling headquarters in Herzliya, where individual labs for Apple and Android operating systems are filled with racks of smartphones undergoing constant testing by the firm’s hackers as they seek and exploit new vulnerabilities.

        

      

      
        
          Nearly every member of NSO’s research team is a veteran of the intelligence services; most of them served with AMAN, the Israeli Military Intelligence Directorate, the largest agency in the Israeli espionage community — and many of them in AMAN’s Unit 8200. The company’s most valuable employees are all graduates of elite training courses, including a secretive and prestigious Unit 8200 program called ARAM that accepts only a handful of the most brilliant recruits and trains them in the most advanced methods of cyberweapons programming. There are very few people with this kind of training anywhere in the world, and soon enough, few places would have a higher concentration of them than NSO’s headquarters in Herzliya — where there were not just a few top specialists but hundreds. This would provide NSO with an incredible competitive advantage: All of those engineers would work daily to find “zero days,” i.e., new vulnerabilities in phone software that could be exploited to install Pegasus. Unlike rival firms, which generally struggled to find even a single zero day and therefore could be shut down if it were made public, NSO would be able to discover and bank multitudes of them. If someone locked one back door, the company could quickly open another.

          In 2011, NSO engineersfinished coding the first iteration of Pegasus. With its powerful new tool, NSO hoped to quickly build a stable of clients in the West. But many countries, especially those in Europe, were initially wary of buying foreign intelligence products. There was a particular concern about Israeli companies that were staffed by former top intelligence officials; potential customers feared that their spyware might be contaminated with even deeper spyware, allowing the Mossad access to their internal systems.

          Reputation mattered, both for sales and for holding onto the well-trained coders who had made Pegasus a reality. Hulio appointed Maj. Gen. Avigdor Ben-Gal, a Holocaust survivor and a highly respected combat officer, as NSO’s chairman, and established what he said would be the company’s four main pillars: NSO would not operate the system itself. It would sell only to governments, not to individuals or companies. It would be selective about which governments it allowed to use the software. And it would cooperate with Israel’s Defense Export Controls Agency, or DECA, to license every sale.

          The decisions NSO made early on about its relationship with regulators ensured that it would function as a close ally, if not an arm, of Israeli foreign policy. Ben-Gal saw that this oversight was crucial to NSO’s growth — it might restrict which countries the company could sell to, but it would also protect the company from public blowback about what its clients did. When he informed the Defense Ministry that NSO would voluntarily be subject to oversight, the authorities also seemed happy with this plan. One former military aide to Benjamin Netanyahu, at the time Israel’s prime minister, explained the advantages quite clearly. “With our Defense Ministry sitting at the controls of how these systems move around,” he said, “we will be able to exploit them and reap diplomatic profits.”

          The company quickly got its first major break. Mexico, in its ongoing battle against drug cartels, was looking for ways to hack the encrypted BlackBerry messaging service favored by cartel operatives. The N.S.A. had found a way in, but the American agency offered Mexico only sporadic access. Hulio and Ben-Gal arranged a meeting with Mexico’s president, Felipe Calderón, and arrived with an aggressive sales pitch. Pegasus could do what the N.S.A. could do, and it could do so entirely at the command of Mexican authorities. Calderón was interested.

          Israel’s Ministry of Defense informed NSO that there was no issue with selling Pegasus to Mexico, and a deal was finalized. Soon after, investigators at an office of the Center for Investigation and National Security, or CISEN — now called the Center for National Investigation — went to work with one of the Pegasus machines. They fed the mobile phone number of a person connected to Joaquín Guzmán’s Sinaloa cartel into the system, and the BlackBerry was successfully attacked. Investigators could see the content of the messages, as well as the locations of different BlackBerry devices. “Suddenly we started to see and hear anew,” says a former CISEN leader. “It was like magic.” In his view, the new system had revitalized their entire operation — “Everyone felt like maybe for the first time we could win.” It was also a win for Israel. Mexico is a dominant power in Latin America, a region where Israel for years has waged a kind of diplomatic trench warfare against anti-Israeli groups supported by the country’s adversaries in the Middle East. There is no direct evidence that Mexico’s contracts with NSO brought about a change in the country’s foreign policy toward Israel, but there is at least a recognizable pattern of correlation. After a long tradition of voting against Israel at United Nations conferences, Mexico slowly began to shift “no” votes to abstentions. Then, in 2016, Enrique Peña Nieto, who succeeded Calderón in 2012, went to Israel, which had not seen an official visit from a Mexican president since 2000. Netanyahu visited Mexico City the following year, the first visit ever by an Israeli prime minister. Shortly after, Mexico announced that it would abstain from voting on several pro-Palestinian resolutions that were being considered by the United Nations.

          In a statement, Netanyahu’s spokesman said that the former prime minister never sought a quid pro quo when other countries wanted to buy Pegasus. “The claim that Prime Minister Netanyahu spoke to foreign leaders and offered them such systems in exchange for political or other measures is a complete and utter lie. All sales of this system or similar products of Israeli companies to foreign countries are conducted with the approval and supervision of the Ministry of Defense, as outlined in Israeli law.”

        

      

      
        
          The Mexico example revealed both the promise and the perils of working with NSO. In 2017, researchers at Citizen Lab, a watchdog group based at the University of Toronto, reported that authorities in Mexico had used Pegasus to hack the accounts of advocates for a soda tax, as part of a broader campaign aimed at human rights activists, political opposition movements and journalists. More disturbing, it appeared that someone in the government had used Pegasus to spy on lawyers working to untangle the massacre of 43 students in Iguala in 2014. Tomás Zerón de Lucio, the chief of the Mexican equivalent to the F.B.I., was a main author of the federal government’s version of the event, which concluded that the students were killed by a local gang. But in 2016 he became the subject of an investigation himself, on suspicion that he had covered up federal involvement in the events there. Now it appeared that he might have used Pegasus in that effort — one of his official duties was to sign off on the procurement of cyberweapons and other equipment. In March 2019, soon after Andrés Manuel López Obrador replaced Peña Nieto after a landslide election, investigators charged that Zerón had engaged in torture, abduction and tampering with evidence in relation to the Iguala massacre. Zerón fled to Canada and then to Israel, where he entered the country as a tourist, and where — despite an extradition request from Mexico, which is now seeking him on additional charges of embezzlement — he remains today.

          The American reluctance to share intelligence was creating other opportunities for NSO, and for Israel. In August 2009, Panama’s new president, Ricardo Martinelli, fresh off a presidential campaign grounded on promises of “eliminating political corruption,” tried to persuade U.S. diplomats in the country to give him surveillance equipment to spy on “security threats as well as political opponents,” according to a State Department cable published by WikiLeaks. The United States “will not be party to any effort to expand wiretaps to domestic political targets,” the deputy chief of mission replied.

          Martinelli tried a different approach. In early 2010, Panama was one of only six countries at the U.N. General Assembly to back Israel against a resolution to keep the Goldstone Commission report on war crimes committed during the 2008-9 Israeli assault on Gaza on the international agenda. A week after the vote, Martinelli landed in Tel Aviv on one of his first trips outside Latin America. Panama will always stand with Israel, he told the Israeli president, Shimon Peres, in appreciation of “its guardianship of the capital of the world — Jerusalem.” He said he and his entourage of ministers, businesspeople and Jewish community leaders had come to Israel to learn. “We came a great distance, but we are very close because of the Jewish heart of Panama,” he said.

          Behind closed doors, Martinelli used his trip to go on a surveillance shopping spree. In a private meeting with Netanyahu, the two men discussed the military and intelligence equipment that Martinelli wanted to buy from Israeli vendors. According to one person who attended the meeting, Martinelli was particularly interested in the ability to hack into BlackBerry’s BBM text service, which was very popular in Panama at that time.

          Within two years, Israel was able to offer him one of the most sophisticated tools yet made. After the installation of NSO systems in Panama City in 2012, Martinelli’s government voted in Israel’s favor on numerous occasions, including to oppose the United Nations decision to upgrade the status of the Palestinian delegation — 138 countries voted in favor of the resolution, with just Israel, Panama and seven other countries opposing it.

          According to a later legal affidavit from Ismael Pitti, an analyst for Panama’s National Security Council, the equipment was used in a widespread campaign to “violate the privacy of Panamanians and non-Panamanians” — political opponents, magistrates, union leaders, business competitors — all “without following the legal procedure.” Prosecutors later said Martinelli even ordered the team operating Pegasus to hack the phone of his mistress. It all came to an end in 2014, when Martinelli was replaced by his vice president, Juan Carlos Varela, who himself claims to have been a target of Martinelli’s spying. Martinelli’s subordinates dismantled the espionage system, and the former president fled the country. (In November, he was acquitted by Panamanian courts of wiretapping charges.)

          NSO was doubling its sales every year — $15 million, $30 million, $60 million. That growth attracted the attention of investors. In 2014, Francisco Partners, a U.S.-based global investment firm, paid $130 million for 70 percent of NSO’s shares, then merged another Israeli cyberweapons firm, called Circles, into their new acquisition. Founded by a former senior AMAN officer, Circles offered clients access to a vulnerability that allowed them to detect the location of any mobile phone in the world — a vulnerability discovered by Israeli intelligence 10 years earlier. The combined company could offer more services to more clients than ever.

        

      

      
        
          Through a series of new deals, Pegasus was helping to knit together a rising generation of right-wing leaders worldwide. On Nov. 21, 2016, Sara and Benjamin Netanyahu welcomed Prime Minister Beata Szydlo of Poland and her foreign minister, Witold Waszczykowski, for dinner at their home. Shortly after, Poland signed an agreement with NSO to purchase a Pegasus system for its Central Anti-Corruption Bureau. Citizen Lab reported in December 2021 that the phones of at least three members of the Polish opposition were attacked by this spy machine. Netanyahu did not order the Pegasus system to be cut off — even when the Polish government enacted laws that many in the Jewish world and in Israel saw as Holocaust denial, and even when Prime Minister Mateusz Morawiecki, at a conference attended by Netanyahu himself, listed “Jewish perpetrators” among those responsible for the Holocaust.

          In July 2017, Narendra Modi, who won office on a platform of Hindu nationalism, became the first Indian prime minister to visit Israel. For decades, India had maintained a policy of what it called “commitment to the Palestinian cause,” and relations with Israel were frosty. The Modi visit, however, was notably cordial, complete with a carefully staged moment of him and Prime Minister Netanyahu walking together barefoot on a local beach. They had reason for the warm feelings. Their countries had agreed on the sale of a package of sophisticated weapons and intelligence gear worth roughly $2 billion — with Pegasus and a missile system as the centerpieces. Months later, Netanyahu made a rare state visit to India. And in June 2019, India voted in support of Israel at the U.N.’s Economic and Social Council to deny observer status to a Palestinian human rights organization, a first for the nation.

          The Israeli Defense Ministry also licensed the sale of Pegasus to Hungary, despite Prime Minister Viktor Orban’s campaign of persecution against his political opponents. Orban deployed the hacking tools on opposition figures, social activists, journalists who conducted investigations against him and families of former business partners who had become bitter enemies. But Orban has been Israel’s devoted supporter in the European Union. In 2020, Hungary was one of the few countries that did not publicly speak out against Israel’s plan at the time to unilaterally annex swaths of the West Bank. In May of that year, European Union foreign ministers tried to reach unanimity when calling for a cease-fire between Israel and the Palestinian Islamic group Hamas, as well as for increased humanitarian aid for Gaza. Hungary declined to join the other 26 countries.
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          Arguably the most fruitful alliances made with Pegasus’s help have been those between Israel and its Arab neighbors. Israel first authorized the sale of the system to the U.A.E. as something of an olive branch, after Mossad agents poisoned a senior Hamas operative in a Dubai hotel room in 2010. It was not the assassination itself that infuriated Crown Prince Mohammed bin Zayed, the de facto Emirati leader, so much as it was that the Israelis had carried it out on Emirati soil. The prince, widely known as M.B.Z., ordered that security ties between Israel and the U.A.E. be severed. In 2013, by way of a truce, M.B.Z. was offered the opportunity to buy Pegasus. He readily agreed.

          The Emirates did not hesitate to deploy Pegasus against its domestic enemies. Ahmed Mansoor, an outspoken critic of the government, went public after Citizen Lab determined that Pegasus had been used to hack his phone. When the vulnerability was made public, Apple immediately pushed out an update to block the vulnerability. But for Mansoor, the damage had already been done. His car was stolen, his email account was hacked, his location was monitored, his passport was taken from him, $140,000 was stolen from his bank account, he was fired from his job and strangers beat him on the street several times. “You start to believe your every move is watched,” he said at the time. “Your family starts to panic. I have to live with that.” (In 2018, Mansoor was sentenced to 10 years in prison for posts he made on Facebook and Twitter.)

          The messy outcome of the Dubai assassination aside, Israel and the U.A.E. had, in fact, been growing closer together for years. The calcified animosities between Israel and the Arab world that for years drove Middle East politics had given way to a new uneasy alliance in the region: Israel and the Sunni states in the Persian Gulf lining up against their archenemy, Iran, a Shia nation. Such an alliance would have been unheard-of decades ago, when Arab kings proclaimed themselves to be the protectors of the Palestinians and their struggle for independence from Israel. The Palestinian cause has less of a hold on some of the next generation of Arab leaders, who have shaped much of their foreign policy to address the sectarian battle between Sunni and Shia, and they have found common cause with Israel as an important ally against Iran.

        

      

      
        
          No leader represents this dynamic more than Saudi Arabia’s Crown Prince Mohammed bin Salman, the son of the ailing king and the kingdom’s de facto ruler. In 2017, Israeli authorities decided to approve the sale of Pegasus to the kingdom, and in particular to a Saudi security agency under the supervision of Prince Mohammed. From this point on, a small group of senior members of the Israeli defense establishment, reporting directly to Netanyahu, took a lead role in the exchanges with the Saudis, all “while taking extreme measures of secrecy,” according to one of the Israelis involved in the affair. One Israeli official said that the hope was to gain Prince Mohammed’s commitment and gratitude. The contract, for an initial installation fee of $55 million, was signed in 2017.

          Years prior, NSO had formed an ethics committee, made up of a bipartisan cast of former U.S. foreign-policy officials who would advise on potential customers. After the Khashoggi killing in 2018, its members requested an urgent meeting to address the stories circulating about NSO involvement. Hulio flatly denied that Pegasus had been used to spy on the Washington Post columnist. Pegasus systems log every attack in case there is a complaint, and — with the client’s permission — NSO can perform an after-the-fact forensic analysis. Hulio said his staff had done just that with the Saudi logs and found no use of any NSO product or technology against Khashoggi. The committee nonetheless urged NSO to shut off the Pegasus system in Saudi Arabia, and it did. The committee also advised NSO to reject a subsequent request by the Israeli government to reconnect the hacking system in Saudi Arabia, and it stayed off.

          Then, the following year, the company reversed course. Novalpina, a British private-equity firm, acting in cooperation with Hulio, purchased Francisco Partners’ shares of NSO, with a valuation of $1 billion — more than five times more than it was when the American fund acquired it in 2014. In early 2019, NSO agreed to turn the Pegasus system in Saudi Arabia back on.

          Keeping the Saudis happy was important for Netanyahu, who was in the middle of a secret diplomatic initiative he believed would cement his legacy as a statesman — an official rapprochement between Israel and several Arab states. In September 2020, Netanyahu, Donald Trump and the foreign ministers of the United Arab Emirates and Bahrain signed the Abraham Accords, and all the signatories heralded it as a new era of peace for the region.

          But behind the scenes of the peace deal was a Middle East weapons bazaar. The Trump administration had quietly agreed to overturn past American policy and sell F-35 joint strike fighters and armed Reaper drones to the U.A.E., and had spent weeks assuaging Israel’s concerns that it would no longer be the only country in the region with the sophisticated F-35. Pompeo would later describe the aircraft deals in an interview as “critical” to obtaining M.B.Z.’s consent to the historic move. And by the time the Abraham Accords were announced, Israel had provided licenses to sell Pegasus to nearly all the signatories.

          Things hit a snag a month later, when the Saudi export license expired. Now it was up to the Israeli Defense Ministry to decide whether or not to renew it. Citing Saudi Arabia’s abuse of Pegasus, it declined to do so. Without the license, NSO could not provide routine maintenance on the software, and the systems were crashing. Numerous calls among Prince Mohammed’s aides, NSO executives, the Mossad and the Israeli Defense Ministry had failed to resolve the issue. So the crown prince placed an urgent telephone call to Netanyahu, according to people familiar with the call. He wanted the Saudi license for Pegasus renewed.

          Prince Mohammed had a significant amount of leverage. His ailing father, King Salman, had not officially signed on to the Abraham Accords, but he offered the other signatories his tacit blessing. He also allowed for a crucial part of the agreement to move forward: the use of Saudi air space, for the first time ever, by Israeli planes flying eastward on their way to the Persian Gulf. If the Saudis were to change their mind about the use of their airspace, an important public component of the accords might collapse.

        

      

      
        
          Netanyahu apparently had not been updated on the brewing crisis, but after the conversation with Prince Mohammed his office immediately ordered the Defense Ministry to have the problem fixed. That night, a ministry official called NSO’s operations room to have the Saudi systems switched back on, but the NSO compliance officer on duty rebuffed the request without a signed license. Told that the orders came directly from Netanyahu, the NSO employee agreed to accept an email from the Defense Ministry. Shortly afterward, Pegasus in Saudi Arabia was once again up and running.

          The next morning, a courier from the Defense Ministry arrived at NSO headquarters delivering a stamped and sealed permit.

          In December 2021, just weeks after NSO landed on the American blacklist, the White House national security adviser, Jake Sullivan, arrived in Israel for meetings with Israeli officials about one of the Biden administration’s top foreign-policy priorities: getting a new nuclear pact with Iran three years after President Trump scuttled the original deal.

          The visit carried historical weight. In 2012, Sullivan was one of the first American officials to talk with Iranian officials about a possible nuclear deal — meetings that President Obama chose to keep secret from the Israelis out of fear they might try to blow up the negotiations — and Israeli officials were furious when they found out. Now, years later, Sullivan arrived in Jerusalem to make his case for a united front in the next round of Iran diplomacy.

          But there was another matter that Israeli officials — including the prime minister, the minister of defense and the foreign minister — wanted to discuss: the future of NSO. The Israelis pressed Sullivan about the reasons behind the blacklist decision. They also warned that if NSO went bankrupt, Russia and China might fill the vacuum and expand their own influence, by selling their own hacking tools to nations that could no longer buy from Israel.

          Unna, the former head of the Israel National Cyber Directorate, says he believes the move against the Israeli firms, which was followed by Facebook’s blacklisting of more Israeli cyberweapons and intelligence companies, is part of something bigger, a plan to neuter Israel’s advantage in cyberweapons. “We have to prepare for a battle to defend the good name that we earned honestly,” he says.

          Biden administration officials dismiss this talk of a deep conspiracy, saying the decision about NSO has everything to do with reining in a dangerous company and nothing to do with America’s relationship with Israel. There is far more at stake in the decades-old alliance, they say, than the fate of a hacking firm. Martin Indyk, a former American ambassador to Israel, agrees. “NSO was providing the means for states to spy on their own people,” he says. “From my point of view it’s straightforward. This issue is not about Israel’s security. It’s about something that got out of control.”

        

      

      
        
          Under the ban, NSO’s future is in doubt, not just because of its reliance on American technology but also because its presence on an American blacklist will probably scare away prospective clients — and employees. One Israeli industry veteran says that the “sharks in the water smell blood,” and Israeli officials and industry executives say there are currently a handful of American companies, some with close ties to intelligence and law-enforcement agencies, interested in buying the company. Were that to happen, the new owner could potentially bring the company in line with U.S. regulations and start selling its products to the C.I.A., the F.B.I. and other American agencies eager to pay for the power its weapons offer.

          Israeli officials now fear a strategic takeover of NSO, in which some other company — or country — would take command over how and where the weapon is used. “The State of Israel cannot allow itself to lose control of these types of companies,” a senior Israeli official said, explaining why such a deal was unlikely. “Their manpower, the knowledge they’ve gathered.” Foreign ownership was fine, but Israel had to maintain control; a sale was possible “only under conditions that preserve Israel’s interests and freedom of action.”

          But the days of Israel’s near monopoly are over — or soon will be. The intense desire inside the United States government for offensive hacking tools has not gone unnoticed by the company’s potential American competitors. In January 2021, a cyberweapons firm called Boldend made a pitch to Raytheon, the defense-industry giant. According to a presentation obtained by The Times, the company had developed for various American government agencies its own arsenal of weapons for attacking cellphones and other devices.

          One slide in particular underscored the convoluted nature of the cyberweapons business. The slide claimed that Boldend had found a way to hack WhatsApp, the popular messaging service owned by Facebook, but then lost the capability after a WhatsApp update. This claim is especially remarkable because, according to one of the slides, a major Boldend investor is Founders Fund — a company run by Peter Thiel, the billionaire who was one of Facebook’s first investors and remains on its board. The capability to hack WhatsApp, according to the presentation, “doesn’t currently exist” in the United States government, and the intelligence community was interested in acquiring that capability.

          In October 2019, WhatsApp sued NSO, arguing that NSO tools had exploited a vulnerability in its service to attack approximately 1,400 phones around the world. Beyond the question of who controls the weapons, at stake in that lawsuit is who is responsible for the damage they do. NSO’s defense has always been that the company only sells the technology to foreign governments; it has no role in — or responsibility for — targeting specific individuals. This has long been the standard P.R. line of weapons manufacturers, whether Raytheon or Remington.

          Facebook is out to prove that this defense, at least in NSO’s case, is a lie. In its lawsuit, the tech giant argues that NSO was an active participant in some of the hacks, pointing to evidence that it leased some of the computer servers used to attack WhatsApp accounts. Facebook’s argument is essentially that without NSO’s constant involvement, many of its clients would not be able to aim the gun.

          When they first presented their case against NSO, Facebook’s lawyers thought they had evidence to disprove one of the Israeli company’s longtime claims — that the Israeli government strictly prohibits the firm from hacking any phone numbers in the United States. In court documents, Facebook asserted it had evidence that at least one number with a Washington area code had been attacked. Clearly someone was using NSO spyware to monitor an American phone number.

        

      

      
        
          But the tech giant didn’t have the entire picture. What Facebook didn’t appear to know was that the attack on a U.S. phone number, far from being an assault by a foreign power, was part of the NSO demonstrations to the F.B.I. of Phantom — the system NSO designed for American law-enforcement agencies to turn the nation’s smartphones into an “intelligence gold mine.”

          

          Source photographs: Dennis Cooper/Getty Images; Library of Congress, Geography and Map Division; Jorg Greuel/Getty Images; Dave Pattison/Alamy; Nicholas Kamm/Agence France-Presse, via Getty Images.
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    Understanding the behemoth in Redmond teaches us valuable lessons in cloud infrastructure, startup strategy, and the future of software.

    
      Despite its scale, Microsoft is one of the most overlooked companies in tech.

      
        	
          It is not a beloved consumer brand like Apple, Facebook, Amazon, or Google.

        

        	
          It was not a venture capital success story: Microsoft was too profitable to raise real VC money, so the founders owned 70% at IPO.

        

        	
          It is the oldest of FAMGA, hidden away in a different state.

        

      

      But there is a lot more to Microsoft than meets the eye. If it plays its cards right, Microsoft can become the first $10T company. And startup founders would be wise to learn from the behemoth in Redmond.

      This piece undertakes a daunting set of tasks: 1) understand what Microsoft is, 2) chart a path for its global domination, and 3) apply learnings from the company to the startup ecosystem.

      Part 1: What is Microsoft?

      Even to avid Silicon Valley historians, Microsoft is hard to define succinctly. No singular power law product defines Microsoft like Google’s Search, Apple’s iPhone, Amazon’s e-commerce, or Facebook’s social network.

      Understanding Microsoft’s hundreds of products is daunting. With historical context, we can learn what Microsoft was, in order to discover what it is today.

      1970s: the founding

      In the early 1970s, most people thought personal computers were toys, relegated to hobbyist magazines like Popular Electronics. But Bill Gates and Paul Allen disagreed. As hardware rapidly improved, Gates and Allen realized that the bigger opportunity was not in building the next computer kit, but in building software to make these hobbyist devices accessible to a mass audience.

      In 1975, Gates and Allen saw that the Altair 8800 was the first minicomputer with the hardware specs to support a BASIC software complement. They founded Microsoft that year with the founding mission of putting a computer in every home. As Gates described Microsoft: “What’s a microprocessor without it?”

      2000s: diversification is for losers

      Microsoft rode the PC growth wave for the next 25 years. In 1999, Microsoft was worth $620B, making it the most valuable company in the world. But by 2002, its market cap had dropped 60%. It was stuck in a massive hole dug by the inflated expectations of the dot com boom.

      In the 2000s, Bill Gates’ successors took his mission to put a computer in every home too literally, expanding the Windows empire indiscriminately in every direction. Business lines proliferated, and Microsoft’s identity became murky. Was it the Windows company? Office? Xbox? Developer tools? By 2009, the company was worth 30% of its 1999 all-time high.

      But diversification was not damning in itself, it was a symptom of a bigger problem: Microsoft’s growth was indexed to the wrong trend.

      PC sales were plateauing. Apple, Amazon, Google, and Facebook were each indexed to mobile or consumer internet – both trends inflected in the late 2000s. Microsoft was indexed to neither.

      Without a clear growth driver, Microsoft went on the defensive against the rest of FAMGA in the late 2000s: Bing, Skype, Surface, and Windows Phone were reactive moves.

      2010s: finding the next wave

      In hindsight, Microsoft’s defensive moves in consumer internet did not align with its DNA. But Microsoft has deep enterprise distribution and trust, something the other FAMGA members do not. Those advantages positioned Microsoft to capture the next wave: cloud infrastructure. Azure, Microsoft’s new cloud computing operating system, quickly became an offensive move.

      Azure started in 2006 as an experimental project under Chief Software Architect Ray Ozzie. Guided by the Windows-everywhere dream, Ozzie pitched Azure as “Windows in the Cloud”, or a cloud computing operating system. But what customers actually wanted was an easy-to-use virtual machine in the cloud that Amazon’s EC2 delivered. By the time Azure became generally available in 2010, it had cobbled together product-market fit.

      AWS’ four-year head start gave Azure a second mover advantage: it instantly had the accumulated learnings from AWS, which launched 4 years earlier. But unlike Amazon, Microsoft already had enterprise distribution. Once Microsoft started including Azure credits and consumption in its existing enterprise deals, the business took off.

      By the late 2010s, Azure’s edge in enterprise distribution created a powerhouse, moving the needle for the entire company.
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      Azure reached a $10b run rate by early 2019, just nine years after launch. This is faster than AWS, which became generally available in 2006 and hit a $10b run rate by 2016, and GCP which launched in 2009 and hit $10b revenue in 2020.
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      Today, Azure is a monster with over $30b in revenue, and several $100m+ TCV deals in the Fortune 100. And while Microsoft doesn’t break out the Azure margins separately, we know it’s an attractive business at scale: AWS has 30% operating margins, driving the majority of Amazon’s net income.

      In the 2020s, Azure will power most of the company’s growth. Azure gave Microsoft what it needed: a new wave to ride.

      Is Azure the fastest B2B product of all time to reach $10 billion of revenue? Azure puts the fastest growing software companies of the past 25 years to shame:
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      The extraordinary growth of cloud infra businesses wasn’t tracked closely because 1) the key players weren’t venture backed or even standalone companies, and 2) GCP, AWS, Azure were all highly secretive about their early growth, lumping it into “other” revenue buckets to sandbag the breathtaking growth of the segment. The breathtaking cloud computing growth story has only become widely understood in the past couple of years.

      Despite AWS brand dominance in cloud computing, Azure is a real threat. While AWS remains the market leader, it has maintained a flat ⅓ of cloud market share, whereas Microsoft doubled since 2017 and is growing faster than both AWS and GCP.

      The fact that Microsoft was a PC company and Amazon was a web retailer shows that it almost didn't matter where you started. It matters that you rode the growth wave of the cloud. Microsoft may have too many internal competing interests to recognize that it has become the Azure company, but it should be clear by the late 2020s.

      Satya vs. Gates

      The MBA case study narrative gives Satya Nadella credit for reinventing Microsoft via Azure, particularly after the lackluster years under Steve Ballmer.

      A better framework to understand Microsoft’s leadership is the Roman Empire. Naturally, Gates is Romulus. Nadella is closer to Augustus: undoubtedly a great emperor, but not a founder. Calling him visionary may be too generous, but at the scale of the Roman Empire circa 27 BC, marginal differences in emperorship could have huge impact on civilizational outcomes.

      Undoubtedly, Nadella has been an exceptional CEO. He is highly attuned to culture: his superpower was transforming Microsoft from a culture of “no” into a culture of “yes”. By unblocking execs across divisions, Microsoft reaccelerated by the late 2010s, from single digit revenue growth rates to high teens today.

      While philanthropist Gates is in favor, business Gates has been out of favor since his notorious antitrust loss in 2000, United States vs. Microsoft Corp, when he got whacked for bundling Internet Explorer with Windows. But let’s not forget the empire he built: by the time he left the company, Microsoft had over $20b in revenue and millions of users.

      Nadella inherited an iron man suit which now defines Microsoft: enterprise distribution, user trust, and engineering talent. Azure’s success is the result of a great leader taking advantage of a latent opportunity. Now that we know Microsoft is capable of riding new waves under Nadella, we can explore other latent opportunities to expand the Microsoft empire.

      Part 2: The path to $10T

      With the right strategy and execution, Microsoft can become the first $10T company.

      What would I do if I were running the company? First, I would take stock of its relative strengths: $130B in cash. $2.3T of market cap. Unrivaled distribution in every Fortune 5000 company. 96,000 talented engineers.

      Microsoft has powerful intangible assets. Relative to the rest of FAMGA, it may be the only player with some antitrust immunity. This is somewhat structural: software markets are less monopolistic than consumer internet. Even its fastest-growing business line, Azure, only has 19% market share (AWS is at ~30%) – far below any legal definition of monopoly. With nearly unlimited cash and equity, plus some antitrust immunity, Microsoft should be acquisitive.

      There is also a financial engineering “growth” strategy that will probably appease shareholders. Tim Cook, for example, started share buybacks in late 2012 after taking over as CEO in 2011, and now consistently buys back ~$20B in shares per quarter. Apple’s share price has grown by more than 10x since Cook took over. It is no surprise that Microsoft started aggressively ramping share buybacks in 2014, the year Nadella took over as CEO.

      I would like to think that Microsoft has more compelling growth opportunities than share buybacks, though. We can’t do justice to the entirety of Microsoft’s product suite in 4,000 words, but on the path to $10 trillion, we can explore four new waves Microsoft can ride: demographics, data, developers, and depth.

      Demographics expand Microsoft’s TAM

      Microsoft’s products are ubiquitous in the Fortune 5000, but conspicuously absent in two growing segments: 1) young users, and 2) growing tech companies. Only 18% of Teams users are below age 35. These are the enterprise customers of the future. Microsoft failed to capture the self-serve motion that unlocked younger demographics and propelled many productivity decacorns in the past five years.

      By acquiring companies with complementary demographics, Microsoft can recapture these segments. There is an entire swath of Office-style products with distribution among young + tech audiences, filling Microsoft’s gaps over the past decade:

      
        	
          Airtable: Airtable is a lightweight CRM + Excel, with some automation on top. Microsoft would not need to acquire Airtable if it built out more Excel integrations and improves the UX, but it is trapped in an innovators’ dilemma and can’t alienate its existing Excel user base. A standalone complementary product has more degrees of freedom to capture the next generation of data entry users.

        

        	
          Notion: To oversimplify Notion to its demographics, it is Office 365 for people below age 35. At a minimum, Office should aspire to the ease of use that Google Docs has (Office 365 for people below age 45), but shooting for the stars may help them to land in the clouds.

        

        	
          Miro: This could represent an entirely new Office suite product line – digital whiteboarding. Every enterprise started digital whiteboarding during COVID, which is likely a permanent fixture in a remote and distributed world.

        

      

      Acquiring these companies would capture the young productivity tool users that Microsoft needs to make Office successful in the 2020s. Given the distinct user experiences, it may be best to keep the products independent, but offer them as part of the core Office suite. This makes Office compelling to a wider audience, reduces its customer acquisition cost, and expands Microsoft’s addressable market.

      Microsoft also needs to invest in demographics from the inside: young ex-startup employees could bolster a bottom-up approach to building products for young audiences. According to LinkedIn, Microsoft makes fewer recent grad hires in EPD compared to Facebook and Google. It also has far fewer young VPs and directors (<10 years of experience) than Facebook and Apple. In other words, there are relatively few young people in charge of things at Microsoft. Empowering the new guard can help its products flourish with Millennials and Gen Z.

      Developers should love Azure

      Azure is undoubtedly a monster business, but it is not cool among the next generation of developers. Without them, Azure will be stuck with top-down sales. In fact, Microsoft’s unpopularity with developers started in the 1990s: the Halloween documents from 1998 show Microsoft’s antagonism towards Linux and open source, which would haunt them for decades.

      Microsoft realized this faux pas, and is making up for lost time: Nadella claimed that “Microsoft ❤️  Linux” in 2015, acquired GitHub in 2018 in a splashy $7.5B acquisition, and Azure has deep Linux support (half of Azure workloads run on Linux).

      But owning GitHub doesn’t immediately translate into young developers that love Azure. Microsoft’s task is to gracefully harness its newfound developer love. But you can’t force love, like Google tries to force Meet on its unsuspecting users. Microsoft needs deeper OSS support and developer tooling before pushing users towards Azure.

      In other words, Azure needs organic adoption to fully penetrate the enterprise. GitHub has developer credibility, but its primary usage is via its command-line tool, where pushing Azure is unnatural. Owning the developer experience at the IDE or Terminal is the path to cross-sell cloud infrastructure downstream.

      Microsoft now has a next-gen IDE play through Codespaces, but IDEs are highly fragmented. Rolling up the long tail of IDEs is attractive – they tend to be weak standalone businesses, but increase developer mindshare and offer an on-ramp to Azure. Acquiring Replit is also worth exploring given its strong positioning among young developers who are still malleable.

      Data strengthens Microsoft’s core products

      Spreadsheets were the killer app for business computing, and Microsoft Excel ultimately dominated the market. It created a generation of data analysts and financial experts. For decades, Excel was the best-in-class business data store.

      But in supporting the median, Microsoft lost the frontier. The modern productivity stack fills the gap of Microsoft Excel’s stalled innovation. Weak UX made room for Airtable and Asana. Weak data primitives made room for modern CRUD-based applications. Weak customization and integrations made room for vertical software companies. Weak collaboration made room for Google Sheets. Weak backend architecture and interoperability made room for the modern data stack. Instead of Excel realizing its platform potential, it remained simply a great application.

      Microsoft has many pieces that can theoretically support the modern data analyst – data warehousing through Synapse, data pipelining through Data Factory, visualization through PowerBI. But modern teams don’t choose Microsoft, opting for the modern data stack of Fivetran + dbt + Snowflake. Is there a chance Microsoft can win them over?

      Microsoft should pay up for best-in-class companies to make up for lost time in winning the business data race. I’d personally consider an acquisition in each step of ELT: Fivetran as the best-in-class E and L, and dbt as the corresponding T. This kills three birds with one stone: position Microsoft to win data pipelining with a leading product suite, inherit distribution to tens of thousands of the best data teams, and push them towards Azure.

      Even within Microsoft’s existing product suite, there are massive opportunities for owning customer data. For one, Microsoft is one of the best-positioned companies to compete with Salesforce. Microsoft’s CRM product Dynamics is a sliver of what it could be. Microsoft has the most strategic asset in all of sales and marketing, LinkedIn, and the technological infrastructure to disrupt Salesforce.

      Microsoft has a path to becoming the source of truth for customer data through Azure, which would make it mission-critical to all business software. If Microsoft convinces customers to store their customer data in an Azure warehouse (enriched by LinkedIn’s data) instead of a CRM, then the CRM becomes a simple window through which companies access customer data. Other business applications would then build on top of Azure, not Salesforce. If Microsoft divorces the CRM from the customer data system of record, it commoditizes its complement to beat Salesforce.

      Depth is Microsoft’s path to winning new markets

      Much of Microsoft’s history suggests that its defensive product lines are less successful: Bing lives in the shadow of Google, Surface lives in the shadow of iPad, Skype lives in the shadow of Zoom.

      But these product lines were trying to compensate for Microsoft’s weaknesses in consumer internet, not its strengths in enterprise. When Microsoft leans into its enterprise distribution, even defensively, it wins.

      If I were in charge of Microsoft’s product strategy, I’d seriously consider competing with any enterprise software company that reaches $100m in ARR. Given its lofty mission and AI-fueled vision, Microsoft may be too proud to clone simple SaaS products. But Facebook has shown that ruthless practicality in copying new startups’ products is a relatively successful strategy.

      Enabling and encouraging entrepreneurship internally to build new product lines is challenging, but if Azure could catch up to AWS when it was already at hundreds of millions in revenue, then Microsoft can do it for other categories too. Each incremental product benefits from Microsoft’s distribution, so double-digit market share in these categories is nearly guaranteed.

      At the risk of being unfashionably imperialistic: as the largest software company in the world, Microsoft should have a leading product in every meaningful business software category. It had this in the 1990s (Windows, Office, Access, et al.). In the 2010s, the surface area of business software expanded too quickly for Microsoft to keep up in every category.

      Microsoft is playing catch up in most markets, so internal product development alone is not enough – it must be complemented by M&A. A few ideas come to mind:

      
        	
          DocuSign: E-signatures are one of the most obvious secular trends in software, and DocuSign is the clear leader. An acquisition could be particularly accretive given Microsoft’s ability to embed the product across its productivity product line.

        

        	
          Figma: Surprisingly, Microsoft has no answer to Adobe, despite being the largest SaaS company in the world. Figma captures both the demographics and depth opportunities.

        

        	
          Zoom: Microsoft has Teams video calling, but Zoom has network effects and became the standard first among young users. This is an opportunity to win the web conferencing market and acquire a distinct audience from Microsoft’s current customer base.

        

      

      These are not meant to be comprehensive examples. Microsoft should run a triaging exercise to build, buy, or ignore every company in the Bessemer Cloud Index. Plugging new software companies into the Microsoft distribution engine immediately turbocharges their growth, meaning that it can afford to pay above-market prices for great products. As Microsoft competes in new software markets, it expands its TAM, lowers its cost of sales, and gets a new wave to ride.

      Gaming

      Gaming doesn’t fit neatly into the strategy, so the path to $10T may not seem fully cohesive. But that is the real lesson: it doesn’t need to be. Microsoft is essentially a holding company. New acquisitions and products don’t need to be accretive holistically, but rather to a subsidiary.

      In the gaming context, Blizzard helps build the network effects for Game Pass’ 25 million subscribers, and scale de-risks gaming development as a hits-driven business. Now Microsoft is the largest US gaming company – better for the US to own our gaming future instead of China. Gaming is seemingly distinct from its enterprise advantage, but Microsoft is a conglomerate.

      $10T: Microsoft’s to lose

      Given its market share for its core product lines is much lower than the rest of big tech, the path to $10T is much more in Microsoft’s hands than for other players. How much can Google really do to grow market share? It already won search. Microsoft has many growth levers to pull.

      Becoming the first $10T company will require aggressive M&A and product development across categories, and some pride-swallowing to compete directly in emerging software markets. Microsoft has the capital, talent, and distribution to pull it off.

      Growth at this scale is unprecedented, but a wealth of opportunities across its product suite suggests the path to $10T is Microsoft’s to lose.

      Part III: Lessons for startups

      As the largest tech company in the world, Microsoft may not appear to have lessons applicable to startups. But the re-acceleration of the company in the 2010s and the path to $10T tell us about the power of S-curves, compound products, M&A, and second-mover advantages.

      Market over execution

      Execution is critical, but riding an S curve is the path to win in tech.

      Steve Ballmer gets a lot of flack for Microsoft’s underperformance in the 2010s. Undoubtedly, he wasn’t as exceptional as Gates, and company culture stagnated. But the real challenge was category: PC sales were decelerating, while Microsoft was betting on their growth. Reorienting the company towards the growth of cloud infrastructure and business software (which Ballmer should get some credit for) gave Microsoft life again.

      Traditional wisdom tells us that founders are the only determinant of startup success. Great founders are necessary but not sufficient. Great product theses and fast-growing categories are increasingly the true bottleneck.

      Be acquisitive

      Be acquisitive when you have a lot of cash and equity. Nadella seems to appreciate this given his relatively aggressive M&A track record. The path to $10T will require an acceleration of acquisition pace: even the $68.7B Blizzard acquisition represents a mere 3% of Microsoft’s market cap.

      As the surface area of new software markets plateaus, tech will transition towards a consolidation era. Startup M&A will become a core part of growth – think of the rollup eras for oil, telecom, and cable. Late-stage startups that are valuation-rich should be considering M&A much more aggressively.

      Compound products win

      In the 2010s, unbundling made sense because software adoption outpaced the ability for unified product companies like Microsoft to build software. If that pace is flipped, do we see rebundling?

      The classic consideration for VCs is whether incumbents can copy the startup’s technology before the startup copies the incumbents' distribution. For the past 20 years, the answer was almost always no – startups achieved escape velocity across categories, seemingly immune from incumbents’ distribution power.

      But don’t let that fool you: there is a real bundling effect in software. See Parker Conrad’s Compound Startup thesis, playing out in real-time via Rippling. Office 365 has its weaknesses but is a truly compound product – Microsoft Teams, for example, outpaced Silicon Valley darling Slack just 3 years after launch.

      The power of bundling may not have been obvious in the past 20 years because there was so much surface area – every point solution had a high ceiling before incumbents copied it. But the strength of bundling will become a lot more obvious going forward. Tool fatigue and bias towards simplicity are increasingly powerful forces.

      The power of cross-sell

      Microsoft already has distribution into every Fortune 1000 IT department. This makes it much easier to sell new products than from a cold start. A myriad product line suggests a lack of focus, yet Microsoft is more profitable than all of FAANG – that is the power of cross-sell.

      Marc Benioff already understands this deeply: Salesforce has more revenue today in customer service than in its core sales CRM product, and is now tackling marketing and analytics.

      Silicon Valley wisdom says to focus on a single product and market. Ballmer did the opposite and built products across categories. This was the right strategy, but in the wrong decade: cross-sell positions Microsoft uniquely well for the 2020s, when antitrust is more threatening than ever. I would rather command 30% market share across many categories than be regulated to death as a monopoly.

      Definitionally, cross-sell benefits incumbents more than startups. But it also informs startup strategy: if you have lower CAC on selling incremental products to your existing customer base, it is advantageous to build a deep product suite before selling horizontally.

      First mover advantage is overrated

      Azure is a real competitive threat to AWS, despite being four years behind. We’ve seen this in the startup context too: Facebook surpassed Myspace and Friendster, Ramp is now a real threat to Brex, Modern Health is a real threat to Lyra. Second movers short-circuit the learning curve of a new market.

      For first movers, the lesson is clear: don’t rest on your laurels. But this should also be encouraging for second movers: there is probably more room for new entrants than you think. Think of the degree of competition in other industries like retail or finance – tech has lots of room for new companies before we reach a saturation point.

      Consumption-based pricing is a bet on yourself

      Consumption-based pricing is the business model that is most aligned with customers. The opposite is simply a poor customer experience: why pay for something before you receive it, or if you may not use it at all? Unsurprisingly, many of the fastest growing companies have some version of consumption-based pricing: AWS, Azure, GCP, Snowflake, Twilio, Scale.

      It may feel less “safe” than pure SaaS because the customers are not guaranteed to renew, but it lowers the barrier to adoption. Consumption-based pricing is the best way to bet on the quality of your own product: it perfectly aligns product, customer success, and sales. If customers are engaging with your product, it is a win-win.

      Capital: a true moat

      The tech industry doesn’t talk about capital as a moat, probably because it benefits those that have already made it. But Azure proves that it works: it spent billions to achieve economies of scale, but the prize is a comparably massive profit center.

      In recent startup history, massive capital scale often has failed to change the trajectory of companies: think of the SoftBank mega-rounds that went sideways. Even in the case of Uber, a relatively good company with economies of scale, capital hardly helped: the equity has been roughly flat for the past seven years.

      Few companies have the competence to ingest truly scaled capital. When it works, it can really work. The $535m DoorDash Series C, one of the first Silicon Valley mega-rounds, was an extraordinary case study: it quickly won over 50% market share, and was poised to capture the food delivery market expansion during COVID.

      Megaproject success can be hard to see when it happens within large companies. Azure and AWS are two of the most successful megaprojects of this century, but were hidden from the public for years, nested inside much larger corporations. Starlink, the global satellite internet network, is only possible given the scale of SpaceX’s core launch business, but could be one of the most successful megaprojects of our time.

      Conclusion

      As a student of Microsoft, 4,000 words is woefully insufficient to fully digest its complexity. Everyone in tech should spend their own time trying to learn from the greats, and Microsoft deserves special attention.

      So what is Microsoft? It was the Windows company in the 2000s, became the Office company in the 2010s, and is becoming the cloud company in the 2020s. It is the sum of its core advantages: enterprise distribution, user trust, and an engineering talent vortex.

      With these advantages on its side, my money is on Microsoft as the first $10T company. Azure alone has a path to hundreds of billions in revenue, and would be one of the largest standalone companies in the world today. Getting to $1T in revenue will require ruthless expansion across product and M&A in every software market.

      And in the startup context, Microsoft is a treasure trove of lessons: it teaches us the power of distribution, product bundling, M&A, and compound growth.
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        Thank you to Brandon Camhi, Pranav Singhvi, Sam Wolfe, Harry Elliott, Everett Randle, Melisa Tokmak, James McGillicuddy, and Tomcat Sanderson for their thoughts and feedback on this article.
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    Every time we eat, we craft our identities, perform relationships, and shape our communities, from the local to the global.
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      Listen to this article
Brought to you by Curio, an MIT Press partner

      ...

    

    I recently stopped for a quick bite at a café on a short break between meetings. Despite being alone, I sat down with my food at a four-seat table — the only one free. Soon, a young woman, also alone, asked if she could share the table with me. “Sure,” I said, and she set down her tray. I heard her rummaging in her bag, but looked up again only when the flash of her smartphone camera went off three or four times. She smiled wryly, if slightly apologetically, and said “Snapchat,” before turning her attention back to her phone in order to transform her unremarkable plate of food into a tableau and to launch it into the ether.

    
      Eating Together, Eating Alone
    

    Since long before the dawn of humanity, eating has been a social act. Some of our primate ancestors shared food. Early humans were more successful when they banded together to hunt; they enjoyed greater security when they cooked and ate their food together.1 Farmers have long collaborated in a range of tasks, from chasing away the animals consuming their crops, to forming work parties in order to make some tasks possible and others easier or more pleasant.

    I worked for many years in Mueda, a remote rural district in northern Mozambique. As I sat conducting ethnographic interviews in the yards outside the homes of peasant farmers, the daily activities of processing and preparing food went on all around. Young women peeled cassava and cut it into cubes, or removed kernels of maize from dried cobs. These staples were then placed into wooden mortars that reached mid-thigh-high, and were pounded with pestles nearly as tall as the women themselves. Rather than each of them working their own mortar, they would generally work one together. The laborious beat of a pestle, when integrated with another — sometimes two — produced a more energetic, often syncopated rhythm. At the top of each stroke, the women would release the pestle and clap hands, adding further percussive complexity. Playful competition emerged, as the women added additional claps, or increased the tempo until one of them missed a beat, and laughter gave them momentary pause from their work. When I asked them why they made the task more complicated, they generally told me that working together “animated” them, making the job easier despite the extra energy they put into it.
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        This article is excerpted from the book “Politics of Food” (Sternberg Press)
      
    

    Many are the foods that bear evidence of the human inclination to share company in preparation and consumption. The geographical origins of dumplings are hotly debated among food historians. Variants are found all over the world. Traditional sizes, forms, and fillings vary from region to region, but they are generally a labor-intensive food. And in many places, this work has historically been done in groups — generally of women — sitting together, not only keeping one another company, but also passing on techniques, imitating and improving upon one another’s recipes and aesthetics. Men, too, share the work of preparing food. In south Texas, to give just one example, Chicano men stand together around the grill, barbecuing the off-cuts of meat that are central to their working-class cuisine; through playful banter equating meat with manhood, they reinforce group solidarity.2 To labor alone and, especially, to eat alone, is not only shameful in many cultural contexts, it is often considered monstrous or sub-human. In the villages of Mueda where I worked, there was a special word for one who ate alone: nkwaukanga. Such people were traditionally condemned as greedy, even ugly.

    
      
        To labor alone and, especially, to eat alone, is not only shameful in many cultural contexts, it is often considered monstrous or sub-human.

      

    
    But modern life has slowly changed this, and not only in Mueda. When I first moved from New York to London to take up a new post, colleagues often scolded me for my “American habit” of eating lunch at my desk in my office in order to minimize disruption from my work. They still took their “elevenses” and ate their lunch together in the staff common room — a practice that I gradually embraced even as it was disappearing. More and more, we eat alone, whether at work, at home, or even in restaurants. Indeed, eating together has become uncommon for many in a world defined by commuting and odd working hours, by fragmented families and by the ubiquity of convenience foods. Not only do office workers increasingly eat alone. The growing proportion of people whose work involves moving themselves, others, or things from one place to another generally “grab a bite” when and where they can. Children whose parents work at meal times increasingly eat pre-prepared meals, accompanied only by the television or a tablet. The elderly increasingly live on their own, and eat in isolation.

    Such trends, however, have given rise to counter-trends. Expressions of nostalgia for the family meal are commonplace.3 It is not unusual these days to hear people boast about sitting together with family to eat — even if they struggle to do so. Meanwhile, hipsters have rediscovered the idea of commensality — coming together at the table — making of it a sort of retro fashion. Trendy coffee bars and restaurants seat people at shared tables to create a communal atmosphere and up-and-coming chefs organize pop-up diners in intimate spaces where sharing a meal with strangers adds to the excitement that makes their offering memorable and enhances their cachet. Even when people eat alone, they increasingly share their experience, like the Snapchatter I referred to above. Posting images of dishes on social media may seem like an act of self-absorption, prompting recipients to quip: “do you really think that I care what you are eating?”; or, “thanks for showing me what I’m not having!” But it connects people, at mealtime, to their broader social networks. It is an act of virtual commensality. And it bears evidence that the act of eating remains a profoundly social one, even in settings that make eating together difficult.

    “We eat this . . .”

    When I see people sharing images of their food on social media, I think of the words of the French gastronome Brillat-Savarin, who wrote in the early 18th century: “Tell me what you eat and I’ll tell you who you are.”4 Oh, how people do tell one another what they eat these days! But more fundamental to Brillat-Savarin’s aphorism is the idea that food serves as a distinctive marker of social identity. At the time he was writing, the diets of people around the world reflected profound connections to the particular natural environments in which they lived and to the cultural traditions into which they were born. Foodways were as distinctive as the dialects and accents with which people spoke. The cuisines — and thus people — of France could be divided, geographically, into areas mostly in the north that cooked with butter, those mostly in the center that used lard, and those in the south where olive oil was used5; styles of cheesemaking differentiated one market town and its catchment from its neighbor6; and so on. The peoples of the world could be similarly mapped by their foods. In East Africa, staples included millet and sorghum; in Asia, rice; in Mesoamerica, maize; and in the Andes, potatoes. There were a great many varieties of each of these cultivars, and the combinations grown and eaten in any one place — not to mention the methods by which they were prepared and the relishes that accompanied them — might have been read like a cultural fingerprint.

    If “you are what you eat” — an inelegant paraphrasing of Brillat-Savarin — then those eating the same foods reproduce their individual bodies from the same substances and, together, create a shared social body. Those actually eating together perform their shared identity together, reinforcing bonds even more powerfully. Christ’s words, “take, eat, this is my body,” underlie the ritual through which Christians regularly reproduce the social body that is their congregation. Those who take the sacrament together become one body — the body of Christ. Eating from the same table — even the same plate or bowl — can express social solidarity, unity, and equality in subtle yet powerful ways. Families share food, but so do social clubs of myriad kinds. Eating together is a common means of team-building, from office parties to end-of-season sporting awards banquets.

    
      
        The protagonists in Greek mythology are, time and again, fed by those they encounter during their journeys through strange lands.

      

    
    The sharing of food is not limited to family and friends. Indeed, it may reach beyond the bounds of community to include strangers. In such contexts, rather than expressing or consolidating affinities, it may serve as a means to forge them — to suspend suspicion, to overcome difference and to level hierarchies. The earliest writings bear evidence of hospitality afforded to travelers. The protagonists in Greek mythology are, time and again, fed by those they encounter during their journeys through strange lands. In ancient times, travelers would often have been dependent upon their hosts for food, and hosts were often inclined to treat guests as they would have wished to be treated when traveling. The religions of the Levant all instruct the faithful to offer hospitality to visitors, including strangers.7 Jews are instructed to give food and clothing to the “sojourner” in Deuteronomy 10:18. Christians are told in Hebrews 13:2 that when they show hospitality to strangers, they may be entertaining angels unawares. And Muslims are told in Surah Al-Baqarah 177 that true righteousness lies, in part, in giving wealth to the traveler; this finds expression in Islamic cultures through, among other things, the provision of food to “wayfarers” and the needy. Around the world, the provision of food to others is often considered to be a marker of morality.

    “. . . they eat that“

    But sharing food is not as simple as it may appear. The heroes of Greek mythology frequently fall into jeopardy as their hosts take advantage of their state of dependence. Based upon ethnography in Madagascar, the anthropologist Maurice Bloch reminds us that, just as reproducing the family requires opening up to relationships with those beyond the family, eating entails opening the body to substances beyond it.8 The guest experiences both forms of vulnerability at the same time. Should trust in the host be misplaced, the guest may be poisoned. At the very least, they may be sent away hungry. In Mueda, people told me that when a host had had enough of a guest, they put enough chili in their food to make it inedible.

    It is not only the guest for whom the sharing of food is fraught. My own arrival in Mueda, as a wayfaring anthropologist, bore evidence of this, and more generally of the ambivalent place of food in social relations. My Mozambican research partner and I arrived at his father’s village home well after everyone was asleep. They did not know we were coming, and had nothing specially prepared, so offered us leftovers from their simple evening meal: roasted snails. I ate them (as I had learned to do during a gap year spent in France), and in doing so — I was later told — signaled that I could be treated as family. But this, I learned, was precisely because they had expected me to decline. Other people of European origin who they had known — mostly Portuguese colonists — had not only refused to eat snails, they had cast the practice as disgusting, even primitive. “We alone eat snails,” they told me in reference to their Makonde ethnic group; “even our neighbors, the Makua, refuse.”

    If the sharing of food expresses affinities, the other side of the coin is that food may serve as a language through which suspicions, differences, and enmities are communicated. If those who eat the same foods are part of the same social body, then those who do not are not. Prohibitions on the consumption of specific foods may serve as particularly powerful means of differentiating between social selves and social others. Some of the most notable food prohibitions have deep historical roots — Jewish and Muslim prohibitions on eating pork, the Hindu prohibition on eating beef. Original motives for such dietary laws are much debated9, but they have historically been intertwined with religious identity. At the same time, food prohibitions and dietary preferences may mark differences between ethnic groups (like Makonde and Makua), or between castes (like Brahmins and Dalits in the Indian context), or between social classes. The late French sociologist Pierre Bourdieu contrasted the food preferences of the French middle class and working class, arguing that food served as a means of creating social distinction.10 If sharing food may enact inclusion, eating separately or differently may cement exclusion.

    
      
        If the sharing of food expresses affinities, the other side of the coin is that food may serve as a language through which suspicions, differences, and enmities are communicated.

      

    
    Of course, some food avoidances are rooted in the body. Those with coeliac disease avoid gluten, while the lactose intolerant avoid dairy. Others may be rooted in worldview. Vegans may be motivated by concerns for animal welfare or biodiversity. In any case, the proliferation of dietary avoidances has created new eating communities with new sites of commensality, such as vegan cafes. It has also complicated longer-standing social eating practices. The French sociologist Claude Fischler has lamented that, where academic conference organizers cater to dietary preferences, the group no longer has a truly shared culinary experience, and no longer bonds at table as they once did.11

    Even the sharing of food within tight-knit social groups may divide. I observed, in Mueda, that meat was parsed from the common plate in prescribed ways. The meat of the throat was normally given to the most respected elder in the group. Organ meats were also considered a delicacy and given to people of high social status. Women received less prestigious cuts and children received small bits of meat that had fallen off the bone. Young men watched as the meat was apportioned by an elder — sometimes quietly and sometimes with words that underlined the act — and they would eventually demonstrate their maturity by appropriately carving up meat that they brought home from the hunt. Through such practices, subtle hierarchies within the group — whether based on age, gender, or other kinds of social status — were enacted and reinforced, or challenged.

    The Indian anthropologist Arjun Appadurai has depicted in detail how social status is rehearsed in the context of an Indian wedding feast. While rules apply (the family of the groom has higher status than the family of the bride; proximity through male kin ranks higher than proximity through female kin; etc.), there is much room for interpretation, especially when the common practice of cross-cousin marriage means that some guests fall into multiple social categories. How close one is seated to the bride and groom, how early one is served, etc., all signal where one stands with the hosts, leading to contentment or resentment.12

    The use of food to perform social hierarchy within the family is not unfamiliar to Western contexts. Men working industrial jobs have often had first dibs on the meat at the dinner table. And with a few ethnographic revisions, Appadurai’s portrait of the politics of eating at the Indian wedding feast might describe weddings in many places. Social differentiation is also visibly manifest on a broader societal scale through market segmentation, as people of means buy their food at gourmet outlets such as Harrods’ food hall and Fortnum & Mason and dine at Michelin-starred restaurants, while those pinching pennies shop at discount supermarkets like Aldi and Lidl, and eat out at workmen’s cafes and fast food outlets. Such divisions may at times be bridged, as churches, community centers and social enterprises seek to provide food and places to eat to those in need through food banks, soup kitchens and holiday hunger programs. But where commensality is tenuous, so too is social solidarity, and charity can underscore the very disparities it seeks to address.

    The New Global Menu

    Notwithstanding the various forms of market segmentation and social differentiation discussed above, some would argue that globalization is, more broadly, standardizing diets around the world. Today, it would not be so easy for Brillat-Savarin to determine the nationality of a person by a description of what they eat. North Americans eat “Mexican food,” and Chicken Tikka Masala is the most popular dish in Britain. Australians eat “Asian fusion” foods, and the French eat Moroccan tagines. Indeed, all of these foods and many more can be found in cosmopolitan cities on every continent. And in nearly every part of the world, people eat McDonald’s hamburgers and Kentucky Fried Chicken. Further contributing to the homogenization of the global foodscape, the retail cold chain links consumers with producers from around the world year round, and processed food technology has given rise to a standard offer anywhere and everywhere.

    But the globalization of food and foodways is an incomplete process. While canned soft drinks reach further than any other food or beverage, the reach of fast food chains and supermarkets is generally limited to cities and towns of some size. What is more, forces of standardization have met with opposing forces of diversification. Some point to the ways that cultures around the world have not only adopted, but also adapted global foodways, making even fast food chains like McDonald’s their own by bringing traditional eating practices into new spaces.13 Consumers of greater means sample world cuisine in “ethnic” restaurants — often staffed by migrants. Their culinary promiscuity gives rise to hybrid foodways — from dishes like the Balti (served in Indian restaurants, but said to originate in Birmingham), to Antipodean Cuisine — that constitute localized forms of the global.

    What is more, alongside the “global food system,” a diverse array of “alternatives” have emerged and gathered momentum. In response to globalization, many have celebrated (re)localization, where possible consuming foods grown and made at close proximity. Where neoliberal trade has eroded culinary boundaries, advocates of food sovereignty have campaigned to restore national and even community autonomy in matters of food choice. The increasing market share of large-scale industrial agriculture has been met with rising consumer interest in organics and agroecology, and the ubiquity of processed foods has prompted a renaissance in artisan foods. The spread of fast food has been answered by some who celebrate Slow Food.

    Just as food corporations stand to make considerable profits through opening new markets to their products, others — often, but not always, at a smaller scale — stand to benefit by the preservation or restoration of local foodways. Even in Europe, the value of culturally-distinctive foodways is significant enough that government — at local, regional, national, and even the EU level — has invested considerably in the protection of “designations of origin” that mandate self-governing groups of producers of traditional foods named for a specific place (such as Parmigiano-Reggiano cheese) to set geographical limitations on where foods by these names can be produced and the methods by which they can be made.14 Such foods and foodways have in many places been made central threads in regional development plans to attract visitors and to give foundation to sustainable livelihoods, whether in food making, in food retail, in catering and hospitality, or in cultural tourism.15 Of course, if the shipping of foods around the world leaves an enormous ecological footprint, so too does tourism, not only in the form of carbon emissions associated with travel but also in the form of strains on the environments in which distinctive local foods are grown and made. It remains to be seen whether the global population will sufficiently appreciate what is at stake as we move deeper into the Anthropocene, and whether we will find ways to mitigate the impact of our diets on the planet before it is too late.

    Together at the Table

    Despite the complex issues — some longstanding, others new — associated with food and foodways in our world today, food remains a potentially powerful means to connect people across divides. People’s first experiences of their social others often comes in the tasting of food, whether on holiday or in a restaurant on their very own high street. Whether wealthy expats or asylum seekers, migrants seek the familiar foods of home in new places, giving rise to new markets with novel items and “ethnic” restaurants that, at first, may provide migrants with an income and connect them to their own diaspora communities but, quickly, begin to connect them with their hosts and afford them standing in their new home.16

    In a world where over half of the population now lives in cities, food often serves as a powerful vehicle to foster a sense of community. Urban community gardens are a fast-growing phenomenon. So too are community centers and social enterprises that organize cooking and nutrition classes. Street food has become popular in cities and towns around the world, and often constitutes a venue where people of diverse backgrounds and of mixed means may mingle as they eat.

    While rural to urban migration leads to social isolation and loneliness in new places, it has often had similar effects in depopulated rural locales. Meal delivery, supper clubs, and memory cafes are increasingly found both in the city and in the countryside, as they afford means of (re)connecting people. In the UK, the Eden Project has pioneered The Big Lunch — a moveable feast put on by members of any community that wishes to participate. By their own account: “The Big Lunch is about millions of people getting together to share food, have fun and get to know each other better. It’s a simple idea — that for a few glorious hours, cars stop, shyness stops and neighbors come together in the street to meet, greet, share, swap, sing, plan and laugh.” Together with colleagues at the university where I teach and members of the community in mid-Devon in which I live, I organize the Crediton Living Library of Food Memories, which draws young and old together to share food-related memories; the project provides socialization for the aged, and helps inform youth about how food and foodways are changing so that they may make informed decisions in future, whether as consumers or as farmer and food makers.

    Projects such as these afford opportunities for us to reflect on the profound relationship between food and society. Every time we eat, we craft our identities, perform relationships, and shape our communities, from the local to the global. Eating therefore warrants contemplation and care, and should be a locus of creative — sometimes disruptive — activity as exemplified by the contributors to this volume.
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    This Twitter thread caught my eye on Tuesday evening. I want to talk about it briefly because I think it’s a good representation of a mentality that’s prevalent among people in the tech and techno-finance spaces. It starts, as these things often do, with a musing from Elon Musk about population growth and birth rates, and kicks off a little whiteboarding-in-public session among some Men Who Solve Problems. The conversation went from zero to SYNTHETIC WOMBS at an alarming speed.

    

    Eventually, Vitalik Buterin, a programmer by trade and a co-founder of the cryptocurrency technology Ethereum, chimed in.

    

    Buterin’s tweet was thoroughly dunked on (I confess to being weak and joining in) but I wanted to unpack his response a bit more. Musk’s initial tweet is about declining fertility rates, which is a real phenomenon both in the U.S. and abroad. As this Vox piece lays out, “fewer babies make for aging countries, which slows down economic growth and holds back innovation.” And so it makes sense that this set of tech men are specifically interested in and concerned with this issue.

    But, rather than diving into the fundamentals of declining fertility—a complicated mix of changing lifestyle preferences (like worries about the future, a general delay in people seeking partnership) or economic issues (the fact that it is quite expensive to raise a child, or that the early child-care education system is broken, both in terms of supporting care workers and parents)—Buterin jumps directly to synthetic wombs.

    There’s a substantial jump in logic here, as many responding to Buterin have pointed out. Buterin argues that “synthetic wombs would remove the high burden of pregnancy, significantly reducing the inequality,” which is an answer that seems to thoroughly misunderstand the root problems behind declining fertility. And while I certainly don’t want to downplay the physical burden of pregnancy, the reasons for gender inequity, post-pregnancy, have little to do with the process of carrying a child to term and giving birth and everything to do with what comes after (medical costs, child-care costs, time allocated for leave and parenting, poorly distributed caregiving between spouses). The writer Lyz Lenz summed it up nicely.

    

    The reason this dust-up matters is because Buterin is considered an influential thinker in many tech spheres. He was named to the Time 100 list last year and heralded as “a builder’s builder” whose blockchain technology is poised to serve as the backbone for a new iteration of the internet. Those who believe in Ethereum and in the promise of many Web3 technologies see Buterin as a visionary. And, given the success and adoption of the Ethereum blockchain to power things like NFTs, there are those who are willing to see even his fringy ideas as plausible. Here, for example, is another influential technodeterminist defending Buterin’s synthetic-womb idea and comparing criticisms of Buterin to early critics of IVF:

    

    This, of course, misses the actual criticism of Buterin. The issue is not whether this synthetic technology would be bad or unuseful on its own. The issue is that what Buterin proposes is not a solution to the post-birth earnings gap, nor is it the first-order tool to address the myriad complicated issues that might contribute to declining birth rates. But that doesn’t matter to the Builders. What matters, to a degree, is the boldness of the idea and the process of the thought experiment. The Builder mindset often eschews policy completely and focuses on the macro issues, rather than the micro complexities. It is a mindset that seeks to find very elaborate, hypothetical-but-definitely-paradigm-shifting, futuristic technology to fix current problems, instead of focusing on a series of boring-sounding and modest reforms that might help people now.

    
      Subscribe to Galaxy Brain
    

    I’m sympathetic to the notion that we need big thinkers and dreamers. I’m reminded of the classic Steve Jobs and Henry Ford quotes about innovation. Ford’s line was that if he’d asked customers what they wanted, they would have told him, “A faster horse!” Jobs famously remarked that “people don’t know what they want until you show it to them … Our task is to read things that are not yet on the page.” So I get it! It’s important to have smart people thinking outside the box and proposing wild, futuristic things that normies can’t wrap their head around. Sure.

    Where this idea runs into trouble, though, is when the Builders are so focused on building that they misunderstand the problem they’re trying to solve. They are so interested in pushing the boundaries of the possible that they make illogical leaps. The worst version of Builder mentality is that their dreams become reality, but instead of maintaining their creations, they simply move onto the next Big Thing, leaving others to deal with the mess they’ve made.

    Builder mentality is at the center of the current Web3 and crypto debates. The venture capitalist Marc Andreessen, whose firm, Andreessen Horowitz, is one of the premier boosters and funders of blockchain and Web3 companies, has loudly declared that “it’s time to build” and that many of America’s ills, from COVID response to political dysfunction, come from a lack of a desire to build new things.

    Crypto advocates suggest that blockchain-based technologies offer an elegant solution to the consolidation of the corporate internet. The new technology, they argue, is decentralized and solves many of the problems of the social web (Web2) by allowing people to own pieces of the internet. In theory, this means more equity for artists, creators, you name it. Web3 boosters see blockchain technology as a powerful means for accountability and transparency. Take a problem on the current internet, they argue, and there is a decent chance that this new technology will help solve it.

    The best Web3 criticisms I’ve seen, though, are rightfully skeptical, because many boosters of this new technological paradigm are people who spent time and money working on the past iterations of the internet that they would now like to leave behind. Elizabeth M. Renieris, a senior research associate at the University of Oxford’s Institute for Ethics in AI, wrote recently that much of the Web3 boosterism features, “a kind of imaginative obsolescence.” She notes that:

    
      As one vision of the future rapidly replaces the next, the technologies and systems now in place suffer decay and disrepair. Our imaginations and resources are once again diverted from fixing or rehabilitating what exists. Meanwhile, familiar problems, inevitably, resurface. Imaginative obsolescence also upends efforts at effective technological governance—and perhaps that is exactly the point.


    

    There are plenty of shallow and lazy criticisms of crypto and Web3, but Renieris’s concerns strike me as extremely reasonable. Already, large NFT marketplaces are confronted with the content-moderation problems of the platform-based internet. Despite the transparency and decentralization ethos, there is plenty of abuse and fraud. Web3 might very well help to automate processes and eliminate the need for intermediaries, but these features don’t solve for the messy nature of the human operators behind all platforms and economies and technologies. There is also the chance that they create their own problems—some that we can foresee (a hyper-financialization of, well, everything) and some we can’t. As Renieris writes:

    
      If we just keep building without repairing what exists or applying lessons learned along the way, we will continue to spin our wheels as the same problems accumulate and amplify. In this way, our technology may evolve, but our relationship to it (and to each other) can only degrade.

    

    But the Builders do not repair. They build. That’s because building is virtuous. Unlike, in their mind, criticism, which is passive and vampiric in nature, building is active and generative. It is a de facto good to build, regardless, perhaps, of the outcome.

    Maybe they’re right and the good the Builders do will outweigh the bad. But if we take their ambitions seriously (and I do), it’s worth asking whom the Builders are building for. On that point, I found this language in a blog post from Andreessen Horowitz’s Chris Dixon—arguably Web3’s most prominent investor/booster—called “Why Web3 Matters” pretty interesting: “In web3, ownership and control is decentralized. Users and builders can own pieces of internet services by owning tokens, both non-fungible (NFTs) and fungible.”

    Web3 is about ownership for users, but also, importantly, for Builders. The real question, then, is whether that distribution between users and Builders will be equitable. Perhaps it will, but, again, I’m skeptical that the decentralization of money and power proposed by Web3 won’t merely consolidate power for a small class of early entrants (Builders).

    It seems many Builders do not appreciate or value criticism. Andreessen’s “It’s Time to Build” essay addressed this head-on. “Here’s a modest proposal to my critics,” he wrote. “Instead of attacking my ideas of what to build, conceive your own! What do you think we should build?”

    It’s a standard bit of deflection. But what I think this deflection ignores is that there are plenty of people advocating for solutions—they’re just of a more boring, bureaucratic type than the Builders would like. Maintenance, not demolition and remodeling.

    What do synthetic uteruses have to do with Web3? Nothing, beyond the way these ideas are raised by people like Buterin and quickly embraced by his acolytes. Both ideas rely on a particular line of thinking, one that seems to run the risk of missing the root cause of a problem in service of a more exciting solution.

    

    Speaking of a very specific tech mindset … I found this Hacker News post rather telling:

    
      [image: ]
    
    
This is just one post, but I do believe that Wordle’s success has scrambled the brains of people in tech who have a reflexive desire to monetize things that are popular.

    As it turns out, Wordle’s creator, Josh Wardle, is familiar with this Silicon Valley mentality and actually designed the game with that idea in mind. Here’s what he told Slate in a great interview:

    
      
I used to work in Silicon Valley, and I’m aware of the things that, especially with games, you’re meant to do with people’s attention. You’re trying to capture as much of people’s attention as you can. So that involves things like endless play, or sending them push notifications, or asking them for sign-up information. And philosophically, I enjoy doing the opposite of all those things, doing all the things that you are not meant to do, which I think has bizarrely had this effect where the game feels really human and just enjoyable.

    

    Wardle’s line gives me some hope. Wordle is the slow food of online puzzle games. It sounds silly to call it reactionary, but it is most certainly a reaction to a very specific part of the attention economy. It’s a small act of protest. And the fact that the game is immensely popular suggests to me that maybe, just maybe, there’s a quorum of people who are tired of things that feel extractive.

    Wordle defies the infinite scroll, and the game is rewarded for doing so. I think there’s a lesson here—one that probably ties into the essay above. We love convenience; and we love efficiency and automation; and we prioritize scale and growth, and both those things create immense wealth. But even though we love those things, there is something truly joyful about things that feel slow and un-bingeable. You can only savor something that is scarce, and there’s a pleasure in doing so that feels distinctly human—that feels like being alive.
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    Not long after being promoted to the role of chief executive at Microsoft, in 2014, Satya Nadella had faced calls to ditch the tech group’s Xbox games division and concentrate its resources on cloud computing — to compete with rivals, such as Amazon. But instead, Nadella saw an opportunity to build new customer bases through online gaming communities. His first deal as chief executive was buying Minecraft, the three-dimensional world-building game.

    At the same time, he further developed Microsoft’s dominant position in personal and business software and expanded its cloud and server offerings. Shares in the group have risen eightfold under Nadella’s tenure, and it remains the world’s largest software group.

    
      Tech Exchange 

      
        The FT’s top reporters and commentators will be holding monthly conversations with the world’s most thought-provoking technology leaders, innovators and academics, to discuss the future of the digital world and the role of Big Tech companies in shaping it. The dialogues will be in-depth and detailed, focusing on the way technology groups, consumers and authorities will interact to solve global problems and provide new services.

      

    

    However, last month’s $75bn deal to buy video game maker Activision Blizzard will also make Microsoft the world’s third-biggest gaming company by revenue, behind only China’s Tencent and Japan’s Sony.

    Not only does it extend Microsoft’s vertical integration in gaming, giving it yet more content for its Xbox console and PC games distribution systems, it also shows how Nadella sees the future of online interactions — at work, in education, and in the home. He indicated that the Activision purchase would also power the company’s move into the metaverse — the immersive, virtual, interactive worlds the big tech companies are racing to build.

    Here, in his first interview since the deal was announced, Nadella tells the FT’s west coast editor, Richard Waters, how gaming will shape the next computing platform.

    Richard Waters: When you came in, most of Microsoft’s business was in business technology, helping millions of workers do their jobs. And in the years you’ve been there, the company’s been through this amazing change with the move to the cloud. Now, you’re buying a big gaming company, and I guess people are wondering, does this fit together? Is it all part of one story?

    Satya Nadella: [In] the Microsoft I grew up in, I always think about three things — and we added a fourth. The three things that we always had are: we built tools for people to write software; we built tools for people to drive their personal and organisational productivity; and we built games. That’s the three things that Microsoft has done from time immemorial. The first game, I think, was built before Windows was there. Flight Simulator existed on DOS. And so, to me, gaming, coding, productivity or knowledge worker tools are at the core.

    The thing that we added pretty successfully — that most people thought we would never be able to do — is become an enterprise company . . . actually really build enterprise infrastructure . . . and business applications. And guess what? We now do that as well.

    I feel those are the new things that we have added, whereas [the other] three things have been there all my life . . . And gaming, interestingly enough, is more integrated.

    Even when Xbox came out 20 years ago, it was sort of a thing on the side, whereas now . . . the future of gaming is [subscription service] Game Pass and xCloud and the console, of course, [and] a PC. One of my coolest features is I can play the game instantly because I don’t even need to wait for it to download. I can just start playing on the cloud and then have it slowly stream down and use the local CPU.

    So, to me . . . it’s much more integrated than, “oh, it’s a side bet”.

    



    RW: How does helping people play games link to the relationships with your customers and communities that you’re building? How are you helping them live their lives?

    SN: Take what’s happening with the metaverse. What is the metaverse? Metaverse is essentially about creating games. It is about being able to put people, places, things [in] a physics engine and then having all the people, places, things in the physics engine relate to each other.

    You and I will be sitting on a conference room table soon with either our avatars or our holograms or even 2D surfaces with surround audio. Guess what? The place where we have been doing that forever . . . is gaming.

    And so, the way we will even approach the system side of what we’re going to build for the metaverse is, essentially, democratise the game building . . . and bring it to anybody who wants to build any space and have essentially, people, places, [and] things digitised and relating to each other with their body presence.

    RW: But the people who are playing those games, at the moment they’re playing first-person shooter games . . . It’s pretty clear why they’re getting into them and it has nothing to do with metaverse — it’s simply that they want a bit of fun. What do you see in the future? What are people going to be doing inside this intellectual property that Microsoft is paying so much for?

    SN: First of all, if you think about it, the genres we’re in are much broader than first-person shooter. I mean, we love Flight Simulator. We love Minecraft. We love first-person shooters or [car-racing game] Forza. Think about how we’re able to tell even the story of car racing through a cultural lens. This entire new game that we produced [Forza Horizon 5] is all about Mexico, and the Mexican setting and car racing . . . You think “my avatar in Forza is my car” and how I decorate it.

    To me, just being great at game building gives us the permission to build this next platform, which is essentially the next internet: the embodied presence. Today, I play a game, but I’m not in the game. Now, we can start dreaming [that] through these metaverses: I can literally be in the game, just like I can be in a conference room with you in a meeting. That metaphor and the technology . . . will manifest itself in different contexts.

    Another one would be in the context of a very different business process. If you look at retail or construction, that’s also like when you create a digital twin: you have a factory and you are trying to visualise how to simulate its operation. That’s also a game-playing exercise, except you’re not game playing. You’re trying to simulate how a factory functions.

    RW: As you think about the metaverse in the future, is there any overlap between how people behave in games and how they behave elsewhere, like in work settings? A younger generation that grew up on games is now in the workforce. How do they look at these technologies and what they’re doing at work?

    SN: The beauty of games is, on a secular basis, you’re seeing younger people [play them] every year, every day, and it teaches you what their expectations are of a computer-mediated interface.

    And so, as that generation approaches some work-related aspect, you can say what their expectation of an immersive environment is. Take some of the research we’re doing on how should people relate to avatars. You and me may have a particular understanding of what an avatar is versus somebody who is a young kid who has already built their avatar in Minecraft or in Forza. [They would say] Oh yeah, I want to use an avatar, because having . . . multiple identities for different contexts is a much more expected thing if you’re going from gaming world to a gaming world.

    Being mindful of that as we introduce new tools and new features in what may be considered more work-related products . . . is absolutely something we want to learn.

    RW: It seems that getting used to being represented by an avatar is a key step here, and it’s something you’re already doing with [collaboration software] Teams. It seems to be a very big shift to me: that I’m going to join a meeting as some kind of cartoon character.

    
      [image: ]
      Avatars congregate during a virtual reality Sunday service in the metaverse © AP
    
    SN: Today, you enter websites and you see a bunch of text, video, and images . . . and you interact with it. [But] what is a more immersive way for you to interact with [digital] content? It’s still about people, and it’s about places and it’s about things, but you put it in spatial form . . . You can see X, Y and Z co-ordinates as opposed to just X and Y. And, then, the most interesting thing is you can be in the space, so you can look around and things will change — that embodied presence in a place. That’s really what our vision is.

    We are building, quite frankly, metaverse applications, if I could call them that. Or experiences in business applications, in productivity tools, and meetings and games — all three on a common platform. And avatars, 2D avatars . . . are showing up in our Teams [application] . . . people just want to be able to have an avatar that is taking signals from both your face and your audio. And it’s a very comfortable way for somebody to participate in a meeting.

    One of the features we have is the Together mode in Teams . . . You can put people, for example, in an amphitheatre setting. You and I could be sitting there, but with just essentially our video.

    RW: So are you thinking this would apply to any company with workers and customers? Are they going to have to rethink how these digital interactions work?

    



    SN: When you talk to anyone who is in our trade — digital tech — we’ll always say that everything has to be rethought. But the reality is it is going to be just an evolution. In fact, I am very grounded on the best known collaboration tool ever built for work. It’s called a workplace!

    It’s been refined for over 200 years and we’re not going to just suddenly trade off the workplace. We’ve learned how we use it effectively to drive collaboration, teaming, productivity. Except we’ve also learned that we can’t take [the fact] that we will always have the workplace for granted.

    In some sense, the silver lining from this pandemic is we’ve learned that we can still continue to team [up], still continue to collaborate, still continue to upskill ourselves while taking care of the overall wellbeing of our people with these digital connections.

    When the constraints are removed, we’re not going to say: “Oh, let’s go back to 2019.” Nor are we going to be like 2020 or 2021. We’re going to find what we describe as this hybrid workplace . . . Any meeting at Microsoft will have at least some people, maybe 10, 20, 15 per cent of people calling from remote. There will always be people in the conference room and there will be remote participants.

    The remote participants’ expectation has changed forever. They’re not going to be second class. They want a first-class experience. You now need to accommodate for that with cameras in the conference room, the segmentation of each person in the conference room showing up as their own box, the ability to use chat. We really have some new invention to do — in such a way that the people who are together and people who are remote can come together and team [up] effectively.

    RW: One thing you raised was that the metaverse is — like the internet — a platform. It’s a series of connected technologies. People have talked about metaverses that link [so] we aren’t going to end up with a lot of standalone walled gardens. But how can you assure us that isn’t going to happen? Because at this point, just like separate games, the metaverse is a standalone thing created by a company like yours. What’s going to happen in the future to link these things?

    SN: At some level, that’s the unfinished business of the internet. If could not go from website to website and have my identity traverse, [or] my content relationships really traverse. Then, in the middle, came the mobile internet which . . . because of the way app stores work . . . truly, truly disintermediated even the linkage that was there on the open web.

    So, now . . . let’s, at least, get back even to the basics of, OK, even If I’m going from one game to another game, or I’m going from one website to another website, I can actually go without being disintermediated by somebody else in the middle of it, from a discovery plane or search plane, or what have you.

    RW: Microsoft has a de facto identity standard that’s widely used. But what are you doing to promote industry standards around identity?

    SN: I think the first thing that we would want is just to allow for what I would call the syndication of identity, which is how do we really allow you, as a user — whether it’s an organisation or an individual — to be able to take your identity . . . and use it across different properties.

    How do we really allow for the syndication of identity? You see a little bit of it . . . with things like single sign-on today, which is essentially: “I can use my identity with multiple products just on the authentication side”. The thing that we are also talking about is on the authorisation side. Can there even be more of the sharing? If I transact with one store and I buy things, those things are not in your identity, they’re in the store.

    The first place [to start], perhaps, is what we’re doing with the Windows Store, allowing for different payment instruments, allowing for the flexibility of having even in multiple stores . . . [it] is a way to start allowing for multiple identities and multiple store relationships, for example.

    RW: Coming back to hybrid work, although working from home was a crisis for many companies and many people individually, nonetheless there was a clear technology solution, which was group video meetings or collaboration software, and everyone was on the same page. With hybrid, all of that changes because people want to be back together, working together, and [not] tied to their screens when sitting in an office — but people out of the office don’t want to miss out on what’s going on. So is this a harder problem to crack than the one you faced two years ago?
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      Microsoft’s more gradualist approach make it the more likely place for workers to experience the new metaverse technology © FT montage
    
    SN: There’s no question it’s a harder problem. And not because of technology complexity. It starts with the expectations of employees, of people . . . all of the survey data points to that paradox which is 70 per cent of the people want to be together and 70 per cent want flexibility. Therein lies the hybrid paradox.

    [On] the technology plane, I feel we’re pretty good. There are things we have to do, right? For example, the smart cameras that are AI driven that can segment the conference room and give everybody a box, and so on. They’re all solvable problems . . . they’re all in our labs, so I would say, even by the end of the year, the technology stuff is done. But some of the team norms . . . the social side . . . how do I set my agenda, how do I hold meetings, some of the classic leadership, managerial working soft skills have to be re-founded.

    We need to essentially take our 180,000 people to a reorientation on how to do work. How do you conduct that meeting is probably the biggest change — so that everybody has a voice, everybody can contribute. The chat has to be lit up. The documents have to be shared. That soft skill is probably one of the things that will be as important as the technology.

    RW: How do companies convince their workers that they aren’t just getting the worst of both worlds — whether they’re at home or in the office — because neither of them are getting quite the experience that they would ideally like?

    SN: I think this is where leadership matters . . . the frustration is when I feel I’m not being heard; or I’m not able to make progress on my career or my work product; or I’m not able to collaborate as effectively, I’m not able to team as effectively. So, I think what you need is people around you. It’s not like workplace frustration didn’t exist in the past. It will exist in the future. But what you need, given the change in your expectations, is people to be in touch who can change how you participate, how do you get things done.

    For example, at Microsoft, we’re putting a lot of emphasis on managerial training — not traditionally something we were that good at or focused on whereas, in the last year I would say thank God we were doing this because it helped us a lot during the pandemic.

    Coming out of the pandemic, with this framework we called ‘model, coach, care’, the modelling and coaching is perhaps more intuitive, but the last part about caring and understanding where your people are [and enabling] those people to feel very connected and not frustrated is probably the entire ballgame.

    RW: Coming back to Activision, one thing it’s made people realise is you are a big company now. You can buy this thing with pocket change. So do you have a job now to convince people that you aren’t just like these other technology platforms that we’ve all grown to be more wary of? Or at least regulators have grown to be wary of? Have you put yourself in the regulatory firing line?

    SN: At the end of the day, all the analysis here has to be done through a lens of what’s the category we’re talking about, and what about the market structure? Even post-this acquisition, we will be number three with sort of low teens [market] share, where even the highest player is also [in the] teens [for market] share. It shows how fragmented content creation platforms are. And so, that’s the fundamental category. Yes, we will be a big player in what is a highly fragmented place.

    



    Also, the analysis will have to extend to say: Why are these content companies trying to become bigger? It’s because the place where the constraints really are is distribution. The only open distribution platform for any gaming content — guess what? — is Windows . . . the biggest store on Windows is Steam [the digital distributor of PC games]. It’s not ours. People can do any payment instrument, whereas all the other gaming distribution platforms are closed.

    To some degree, that’s why we are very hopeful that, by becoming stronger, even with low share, we can create more distribution for many small players . . . using things like xCloud.

    RW: Should the regulators be looking ahead to the next platform?

    SN: In some sense, the regulatory framework needs to both look forwards and look backwards . . . Take some of the principles that we’re using for the open web or open store policies. We’ll be happy to say . . . we’re already operating that way [so] . . . all I care about is having equal rules of the road for all participants . . . When it comes through legislation, or through regulation, or regulatory enforcement — whatever form — we will be all very open to it, and engaging.

    
      The above transcript has been edited for brevity and clarity
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    I spent the last month wondering and investigating how we might design better workflows for creative work that meld the best of human intuition and machine intelligence. I think a promising path is in the design of notation. More explicitly, I believe inventing better notations can contribute far more than automated tools to our effective intelligence in understanding ourselves, the world, and our place in it.

    This post is on the longer side (it’s really three essays in one), so we begin with a roadmap. Feel free to skip around.
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    To understand good notation and its role in knowledge work, we must first begin with a brief tour of notation in all its beautiful variety.

    Part One: A brief tour of notational diversity

    Notation, like its conceptual cousin language, is difficult to define precisely because it covers such a wide range of ideas. But as a starting point, let’s constrain notation to be some arrangement of symbols or images that we use to record and communicate ideas, and the way we interact with those symbols in our thinking process.

    The most widely used and influential notation is writing systems for natural languages. It’s tempting to imagine spoken and written language as two sides of the same coin, but writing down spoken language changes our relationship to language and to our ideas. Spoken language is useful for communicating in small groups, and perhaps for thinking aloud. When we write ideas down, we make those ideas durable and reliable through time. This difference also delineates the shift from oral to written tradition in history. All of science, all of literature, all of trade and politics are built on top of the fact that we can write down an idea, and expect it not to change over time. When we record events in writing, we can have a coherent idea of facts as something separate from simply what we say, which might fade with our memories. Ted Chiang articulates the power of written language beautifully in Truth of Fact, Truth of Feeling:

    
      Writing was not just a way to record what someone said; it could help you decide what you would say before you said it. And words were not just the pieces of speaking; they were the pieces of thinking. When you wrote them down, you could grasp your thoughts like bricks in your hands and push them into different arrangements. Writing let you look at your thoughts in a way you couldn’t if you were just talking, and having seen them, you could improve them, make them stronger and more elaborate.

    

    The strength of writing demonstrates a common strength of all notations, which is to take something abstract, like the concept of “thought”, and make it concrete, into marks on paper or ink on a page. You can arrange thoughts and ideas into shapes and lists in writing, in a way that isn’t possible when thoughts turn into vapor the moment they are spoken aloud. With writing, I can hold onto ideas over time and refer back to them, unencumbered by the anemic limits of my brain. I can send them to a million people and trust that they will all read exactly what I had spoken within my own mind. This property of notation as embodied abstraction will appear many times throughout the rest of this post.

    In contrast to the expressive flexibility of language, mathematical notation derives its strength from its rigidity and precision.

    Math notation is really a family of conventions that are used together in practice to communicate quantitative ideas. Some of the greatest hits from this collection include:

    
      	Arabic numerals and the concept of place values, as opposed to Roman numerals, which had different symbols for different quantities entirely. Arabic numerals have the desirable property that it can represent arbitrarily large numbers concisely, and it makes operations like multiplication and division trivial. Previously, they were difficult black magic reserved only for the trained scholars who could multiply numbers like MCXIV and XXCVI in their heads.

      	Writing letters in place of numbers to represent unknown values in formulas, equations, algorithms, and theorems. This innovation lets us work with unknown values (or an infinite set of such values) as if they were simple numbers.

      	Fraction notation, wherein we write two things above and below a horizontal line. This notation makes operations like reducing, multiplying, and adding fractions straightforward – imagine having to multiply 5 fractions together while they were written like 2 & 3 or 150 ! 45, or perhaps IV & XII.

      	Vectors, sets, sequences, and the concept of representing a (potentially infinite) set of things with a single symbol. This lets us work with strange concepts like “the real numbers” as easily as we work with tiny, single-digit quantities.

    

    Math notation is a powerful demonstration of how good (and bad) design of notation can make certain kinds of thinking trivial or impossibly difficult. The reason for this goes back to our earlier lesson from written language: good notation gives us the ability to work work abstract concepts (like sets or infinities) using the same cognitive muscles we use to work with physical objects, as concrete, embodied objects in our visual and tactile world. Because of this I think it’s helpful to think of the notation we use to represent ideas not just as simple tools, but as an integral part of how we think.

    We think in languages; we think with notations.

    Given that notation is so important to shaping our thinking, what properties might we want in a good notation? Mathematician Terence Tao muses on some desirable properties of good notation here. He begins by noting that a notation is only meaningful in the context of some domain of work. The symbol “IV” means something completely different in arithmetic than it does in cryptography or music theory. With that in mind, he emphasizes these properties (among others):

    
      	
        Unambiguity. Every valid expression in a given notation should have a unique interpretation in its domain.

      

      	
        Expressiveness. Every idea in the domain should be describable in at least one way using the notation.

      

      	
        Suggestiveness. Concepts that are similar in the domain should have similar-shaped expressions in the notation.

        A good example of suggestiveness is in how we express addition and subtraction. 1 + −2 is equivalent to 1 − 2, and the notation makes it visually obvious. We can imagine many other ways of representing addition (say, as a function, like add(1, -2)) that would have been less suggestive of this equivalence.

        A bad example might be differentiation and integration, which are closely related but have symbols and notations that are completely unrelated to each other.

      

      	
        Natural transformation. Natural ways of working with ideas in the domain should correspond to natural manipulations of symbols in the notation.

        One great example of this is in the way we write fraction multiplication. When we multiply fractions, we simply multiply the top and bottom parts of the fraction separately – it’s visually trivial, and gets us the right answer.

      

    

    Because of the versatility and precision of math notation, it has found widespread adoption in related fields like engineering, statistics, and computer science. Math notation in those fields often look slightly different (for example, in computer science, variables are often words, not single letters), but they adopt the basic principles above, like using letters to represent unknown quantities, or using a single symbol to represent a set of things.

    For more esoteric stories of notational revolution in the way we work, we can turn to dance and other physical activities like juggling.
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      – Dance notation, using Zorn notation. From French Wikipedia, CC BY-SA 3.0
    

    These domains had suffered for a long time from the difficulty of representing complex choreographies on paper. How do you write down even a short choreography onto paper in a way that would be precisely and unambiguously read back by a stranger? There have been countless attempts across history to invent better notations for representing dance and juggling – some of them have even led to invention of new moves or juggling patterns. More recently, cheap and easy sharing of video has revolutionized how practitioners communicate their motion. Compared to learning the notations and practicing reading back symbols from paper, it’s much easier to watch a dance video and follow along. Video is much more expressive, and also much less ambiguous. I think it’s fair to say video would be a promising medium for a new dance notation.

    Our last example of classic notations lies in western music tradition: music notation. This notation is the total sum of the way modern composers and songwriters write music to be read back by performers or arrangers. Just like math notation, there are a few key concepts: the five-line staff, key signatures and notes, dynamics, and so on. But composers and instrumentalists might also use special notation to represent unconventional instructions (like humming, clapping, bowing styles for string instruments). Like language, music notation stretches to become as expressive as we need it to be.
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      – Questionable use of music notation, from @ThreatNotation on Twitter
    

    As in dance and juggling, many performers are augmenting music notation with digital video and audio. Modern musicians might reference a YouTube recording of a world-class performer to help them understand nuances in tone that notation doesn’t quite capture, and vocal artists might reference demo tracks to remember exactly how they want to deliver certain lines without having to write down every modulation of tone in their performance.

    Neither math nor music notation is easy to learn, but every practitioner learns them to reap the benefits of thinking in the notation, using the abstractions they provide. I think it’s worth noting that ease of learning is not a necessary property of good notation. This is because learning a new notation often involves learning to think with entirely new basic concepts. As long as the notation embodies useful concepts, the difficulty of learning it is vastly outweighed by the ease of thinking using those concepts once the notations feel natural to use.

    Beyond these popular notations, there are specialized notations for every niche and field out there. My favorite example is the fishbone lab diagram used in medicine to record measurements concisely. There are notations used in screenwriting and theater, notations for describing electrical circuits, for professional copy editing, and on and on. Wikipedia has an even longer list of lesser-known notation. Humans invent notation whenever and wherever we need to work with common abstractions. Along with our ability to use tools, our ability to invent notation might be a defining characteristic of human intelligence. (Ken Iverson would probably say notations are tools, but here, I want to make a finer distinction between tools we use to manipulate physical objects, and notations we use to represent abstract ideas.)

    Computable notation

    With the advent of stored-program computers, humanity was presented with an entirely new class of notation: notation that can be executed. I use the phrase computable notation to describe this group.

    The most obvious example of computable notation is programming languages. Programming languages inherit many desirable traits of natural language writing systems, like words representing distinct concepts and grammars to describe syntactically valid expressions. The main strength of programming languages is that they can be evaluated mechanically to accomplish a dizzying array of tasks. Programs can:

    
      	Compute some result or answer

      	Visualize some idea

      	Prove or verify a theorem

      	Run really quickly

      	Run continuously

      	Run multiple times and produce the same answer each time

      	Be proven to be correct (computer scientists call this “formal verification”)

    

    Despite these unique properties, programming languages are unquestionably notation first, and instructions second. If the notational qualities of programming languages were not important, we would all just write code in assembly! Higher level languages let us work with new kinds of abstractions ergonomically, in the same way as any good notation. Which specific language we choose for a task depends on which languages give us the right symbols to represent useful concepts for that task.

    One interesting programming language for our discussion of notation is Wolfram Language, the programming language used in Mathematica and WolframAlpha. Wolfram Language has a few unique advantages that makes it interesting as a powerful computational notation.

    
      	Wolfram Language is designed as a language to manipulate not just numbers, but also symbols. A variable in Wolfram Language can contain formulas, functions, and other sequences of symbols that mainstream languages cannot represent natively. This means variables in Wolfram Language can represent a wider breadth of abstract ideas than your average descendant-of-C programming language. If you’re curious about the inner workings of the language, Wolfram’s original paper on the “SMP” system is a good starting point.

      	Wolfram Language can directly represent images, video, and other media as a part of the language “notation”. When an operation returns a list of images, rather than showing something cryptic like [<#core.Image @ fffff3c>], Wolfram Language’s UI just shows you the image itself. While most languages are stuck in the pen-and-paper era where we could only record symbols as a part of our notation, I think Wolfram Language is a good case study for what might be possible if we seriously invest in building more media-native programming languages to directly represent many kinds of information more natively.

      	Wolfram Language outputs are interactive by default. Values in the language can yield interactive graphs and visualizations easily, which lets the programmer explore models or datasets while they are working with it in code.

    

    
      [image: An interactive console running Wolfram Language, with image thumbnails interspersed into the programming syntax]
    

    
      – Wolfram Language working directly with images as a first-class part of its notation, sourced from Stephen Wolfram’s talk at re:Clojure 2021
    

    Wolfram Language stands out as the only production-grade programming language that’s taking meaningful advantage of modern computers to elevate programming notation beyond the static string of letters they were since the beginning of teletype terminals.

    Beyond programming languages, there are many other kinds of specialized notation that would benefit from being able to be executed. Imagine if geometric diagrams, circuit layouts, and chemical reaction formulas could be “run” on the computer to become interactive or automated. If we can endow the whole universe of human notation with the strengths of programming languages like verifiability or interactivity, I think it would represent a huge jump in the way we work with knowledge as a society.

    Bret Victor writes:

    
      The very concept of a “programming language” originated with languages for scientists — now such languages aren’t even part of the discussion! Yet they remain the tools by which humanity understands the world and builds a better one.

    

    I cannot agree more. We are still only scratching the surface of computable notation.

    Part Two: Interpreting intelligence

    During our discussion of notation, one frequent theme has been that better notation helps us see new ideas, or work with more complex concepts more easily. Another way to say the same thing would be that better notation raises the intellectual power we bring to a problem. To make this argument more precise, it’s worth diving deeper into intelligence itself. How can we define it, and how can we measure it?

    The most advanced intelligence we are aware of today (that’s us, humans) emerges out of biological evolution. Intelligence and evolution are both processes of adaptation — if evolution is a “compile-time” process, where favorable genetic influences are selected for at the beginning of life, intelligence is more of a “run-time” form of adaptation, where organisms can observe and respond to their environments closer to real-time. It’s also a much more generally useful adaptation: an organism with intelligence can react to many more kinds of changes in the environment than one born with a single genetic advantage.

    Paul Chiusano comments on the relationship between intelligence and evolution in his blog, where he notes

    
      Evolution is a meta-learning algorithm that discovers its own heuristics and continually improves the rate at which it learns.

    

    Intelligence, as a kind of real-time-reactive adaptation, is the ultimate evolutionary advantage. Intelligence can respond much faster to shifting environments than natural selection, the mechanism driving evolution.

    In the short term, evolution rewards specific solutions that fit the environment, but in the long term, the trait that wins is one that lets its owners adapt quickly to any change in environment or rapidly conquer new environments. To adapt quickly to new environments requires more than strength and power and speed — it requires the ability to understand and respond to completely novel challenges that organisms weren’t pre-programmed to deal with.

    This leads to our second definition of intelligence: broad generalization power.

    Intelligence as generalization power

    AI researcher Francois Chollet, in “On the Measure of Intelligence”, approaches the problem of measuring general intelligence by first eliminating what it cannot be. He notes that we can’t measure intelligence just by looking at how much someone or something knows, because arbitrarily large amount of training or past experience can make up for lack of intelligence. Intuitively, this is akin to saying that someone is not more intelligent than another person just because they know more information or are more skilled in a particular field. We don’t define physical fitness by a performance benchmark in a particular sport or workout, but as something that generalizes across a wide breadth of tests, including some tests that might be completely new to the athlete. He argues a similar principle should apply to measuring intelligence: we should look for a general capability across many domains, rather than good performance in one particular skill.

    Within this framework, Chollet defines intelligence as generalization power. To generalize is to find abstract patterns or ideas from a few examples and apply them to new, previously unseen problems. This is what deep learning models try to do at a primitive level. But general intelligence, of the kind that humans have, can generalize much more broadly than today’s DL algorithms.

    A neural net can be trained to recognize images of cars in a video feed. It can be trained to detect positive sentiment in text. To succeed at these kinds of tasks requires learning certain abstractions, like “car” or “approval” or even sub-features like “wheel” or “adjective” or “sarcasm”. From these learned abstractions, we could say the models “generalize” these ideas to new examples to perform their tasks. These kinds of systems are capable of very specific, narrow generalization within a tight domain, like “image recognition on the road” or “sentiment analysis”, but traditionally, these models have not been capable of being applied directly to related domains like face recognition or question-answering without re-training. By the definition of intelligence as generalization power, we can say more intelligent AI systems should be able to easily generalize their skill across the entire visual or linguistic domain.

    With more recent transformer-based models, we are learning that better models are capable of broader generalization. The title of OpenAI’s GPT-3 paper is literally “Language Models are Few-Shot Learners” — they assert that large language models are capable of broad generalizations from few examples. Indeed, language models like GPT-3 and XLNet are generalists that can accomplish a broad range of tasks in the domain of language, from sentiment analysis to summarization to conversational dialogue. Efforts like ViT and Image GPT demonstrate that similar approaches bear fruit for the visual domain, too.

    Within DL systems like this, one way to understand model performance is as a tradeoff between optimizing for past examples and optimizing for future uncertainty. One training strategy might be to learn exactly as much as needed to be able to solve examples seen during training — kind of like rote memorization. This would be maximally efficient, but the model would be ill-prepared for the future uncertainty of new and novel examples. So better training methods make careful tradeoffs — the model learns extra information and abstractions that might not be necessary now, but might prepare it to deal with the uncertainty of novel future examples. Chollet writes in the paper,

    
      Being prepared for future uncertainty has a cost, which is antagonistic to policy compression.

    

    This idea of trading off efficiency for generalization power leads us to our final definition of intelligence, as data compression.

    Intelligence as data compression

    Both of these ways of looking at intelligence

    
      	learning abstractions, for future generalization tasks

      	trading off learning efficiency, for future uncertainty

    

    are equivalent to a third way of understanding intelligence, as data compression — the same kind of data compression we rely on to send a 4GB file across the internet in 2GB of data, or to stream 4K video over the air.

    When a 1GB model learns how to recognize images from a 1TB dataset, in a way, it’s compressing the meaningful bits of information out of that 1TB dataset into a gigabyte of data. It discards random noise that seems irrelevant, and “learns” the features and abstractions that seem important for recognizing visual features in potential future examples.

    To effectively compress images, a compression algorithm would be advantaged to “learn” facts about the world, like that colors are usually contiguous in images, and that the ground is often green and grassy while the sky is often white and blue. To effectively compress English text, the model might be advantaged to “learn” abstractions like common words and frequent grammatical constructs, so it can avoid inefficient, rote memorization of letters as much as possible. Learning important abstractions this way also requires forgetting information that appears useless for future tasks. I think another elegant way to understand “learning” is as a battle of compromise between the need to remember and the need to forget – when humans and AI models learn, they are both fundamentally asking, I can’t remember everything – what can I efficiently forget, so I’m best prepared for the future?

    This compression-based view of intelligence has also given rise to the Hutter Prize, a prize awarded for record-setting data compression algorithms in pursuit of artificial intelligence advancements.

    Part Three: Notational intelligence

    In Part One, we saw that good notation helps us work with abstract, complex concepts using concrete symbols. Notation is useful because we can engage the part of our brain tuned for working with physical objects, to instead work with abstract ideas represented by physical symbols.

    In Part Two, we saw that the ability to discover and work with higher levels of abstract ideas, and generalize with them broadly, is key to our intellectual ability to respond to new problems.

    Taken together, I think inventing better notation is a cheap, universally useful way to increase our effective intelligence in many domains. Better notations let us work more easily with more complex abstractions, and enable us to solve new complex problems. When faced with a new seemingly intractable problem, it’s worth asking not only “What tools and discoveries might help us understand this?” but also “What notation can we use to describe this problem domain, that might help us understand this?” While better tools can help us work more efficiently or precisely with ideas we already have, better notation can enable us to imagine and discover new ideas entirely.

    Humans owe much of our effective intelligence not only to our biological capabilities, but to the huge diversity and versatility of notations we bring to specific tasks. If we weren’t allowed to use Arabic numerals in math or tables in scientific literature, we’d hardly be capable of the kinds of knowledge work we do so trivially today. I think it’s critical to notice here that access to good notation amplifies our biological intelligence, and arbitrarily powerful notation can extend our capabilities into arbitrarily complex problem domains. The phrase I’ll use to refer to this idea of intelligence from the use of notation is notational intelligence.

    A different way to understand the importance of notation is to conceptualize it as “input encoding” of a problem into our minds. Just as the encoding format of input is important when building machine-learned models of languages or problems like protein folding, the “encoding format” of problems for humans is also critical to our ability to understand them. There are always details about reality woven into the notations we use, whether language or mathematics. When the human brain or machine intelligence works with information expressed in a specific notation, it’s also working with a model of the world built right into the shape of the notation at hand. I’m curious if this might be a reason why complex language models appear to have a coherent model of the world, when in fact they only understand the structure of language and nothing more – language as a notation encodes so much information about the world, that a sufficiently advanced model working with the notation of language also inherently works with some half-useful model of our reality.

    If inventing better notation is so critical to solving complex problems, it only makes sense to investigate how we might invent good notation, and imagine what forms it might take in the age of software interfaces. The last part of this post explores these topics.

    Dynamic notation

    Humans invented most notation in use today for the medium of pencil and paper, and we still work with notation in the same static way: we cross things out, we erase them, we draw up new sheets of paper (real ones from dead trees, or metaphorical ones from pixels). The way we interact with notation has been limited by the static interaction medium of paper.

    Software opens us up to a much broader scope of possibilities, though. Bret Victor explains:

    
      The purpose of a thinking medium is to bring thought outside the head, to represent concepts in a form that can be seen with the senses and manipulated with the body. (This is, for example, how paper enabled complex mathematical derivations, logical argumentation, navigation…) In this way, the medium is literally an extension of the mind.

      However, static media are extremely limited in what they can conveniently represent, so much thinking is still trapped inside the head. (For example, the behavior of mathematical expressions, variable values in a computer program, connections and references between books in a library…) The dynamic medium has the potential to represent such concepts directly, to bring them out in the open, where the entire range of human faculties — all senses, all forms of movement, all forms of understanding — can be brought to bear on them.

    

    Just as he pursues a world of dynamic media, I think we should aspire to build more dynamic notation: notation defined not only by its symbols and the way they lay out in space, but also by the way we interact with them.

    Interactivity is a defining trait of computers and software as a medium, and what sets it apart from paper. But today, we interact with notation in software no differently than we interact with them on paper, which is to say we don’t interact with them much at all, beyond reading and writing them.

    When games took over the computer, game designers didn’t simply simulate board games on digital screens (though that niche has its devotees) – the collision of gaming and computing spawned an entirely new field and industry dedicated to harnessing the full interactive power of software in pursuit of building ever more immersive worlds in which people could play. Yet when musicians and scientists and statisticians moved from working on paper and typewriters to working almost entirely on the computer, they simply cloned the paper medium into software. An equation in a PDF or on a website is no more immersive, interactive, or movable than ink on paper. Music notation has a more interesting story – you can write music in the standard notation in software, and most professional audio workstations or composition software will let you play it back and “execute” it, the way a programmer might execute a program. I think we can push most notations much farther along this path.

    Notations are our interaction instruments for working with abstract ideas. We can’t literally grasp and manipulate abstract concepts, but we can write them down and move symbolic shadows of them around a table. How might software let us interact even more directly with our ideas? Here’s a speculative sample of possibilities:

    Direct manipulation of ideas by dragging or zooming in on symbols. I want to type in the formula for gravity, and pinch in on the symbol for mass or radius to see how changes in different variables affect the overall system I’m studying. Maybe this equation can also be automatically graphed for me, and I can pinch and zoom on the graph to see corresponding changes reflected back in my equation. I want to write an outline of notes from reading a few different books, and drag and drop to move bullet points around and organize the list by different topics, by the tone of the ideas, or by how speculative different claims are.

    First-class support for rich media in notation. I want to be able to copy-and-paste a vocal audio track right under the ledger lines of my song and play it back all together. When I’m reading about an architecture for a new image-processing algorithm, I want to be able to drag an image onto one end of the diagram and see how different steps in the algorithm transform the data visually. When I’m studying the mathematics of ray tracing or fluid dynamics, I want to be able to place my favorite 3D model into an equation in front of me and see normal vectors and force fields laid out before my eyes. Unlike on paper, working in the software medium lets us represent rich media like photos, 3D models, and audio faithfully. We should take advantage of it.

    
      [image: A screenshot of the publication on using generative machine learning to build machine-learned representations of qualitative concepts]
    

    
      – In an excerpt from the research below, we see machine-learned representations of the concept of font weight.
    

    New notation representing abstract, fuzzy concepts quantitatively. In “Using Artificial Intelligence to Augment Human Intelligence”, the authors demonstrate how generative machine learning models can “learn” quantitative, concrete representations of fuzzy, vaguely-defined ideas like the italic-ness of a font face or the chemical instability of a particular molecular structure. I think this kind of technology, where we can quantitatively learn representations of abstract concepts, enables us to build notations for entirely new kinds of domains. How might we design a notation to describe typefaces as a composition of different styles? Could we write down formulas for chemical reactions not by explicit chemical structures, but in terms of their abstract chemical properties?

    In any creative, intellectual task, there is tremendous value in being able to play with ideas, where people can explore and experiment freely without having to wait for their code to compile or their simulation to run. To make this kind of play possible in the creative workflow, the feedback loop between a what if and its implications has to be as short as possible. We shouldn’t settle for a world where we must translate lines of equations into code and paragraphs of ideas into table rows. We deserve interactive, dynamic notation, where we can play with variables in our mental models and hypotheses as easily as we move a video game character across the map.

    How to design good notations

    In my exploration of notations, I’ve collected some useful guidelines for designing good notation. This section is more speculative and less comprehensive than the others in the post, but I think of it as the beginning of a list of ideas that can help steer us away from the bad and towards the good as we design and extend notations.

    Find a property of a concept that current notation expresses badly, and focus on expressing that more faithfully. Innovation in notation often arise out of a new way to represent some idea that was complex to express in a previous notation, or just wasn’t concretely expressed before. A trivial example is where music notation spells out chords and beats above each measure, rather than the precise notes to play. Another example from mathematics is the limit, which has a concise and precisely defined notation despite the complexity of the idea itself. Figuring out the right abstractions to realize into symbols is the key to good notation design.

    A related guideline is to roll up ideas that are complex in current notation into more concise symbols. The most obvious example of this is summation (Σ) in mathematics, which wraps up a potentially infinite list of additions into a single symbol we can manipulate. In computer science, the “big O” notation embodies a nuanced idea called algorithmic complexity.

    Try to express dualities in ideas that existing notations don’t suggest. For example, the union of two sets in set theory is a parallel idea to the idea of logical disjunction in formal logic. Mathematical notation for a set union looks like A ∪ B, and logical disjunction is written A ∨ B. See how they look pretty similar? The similarity in notation suggests similarity in concept. Unfortunately, most conceptual dualities like this aren’t reflected in notation. In music, F-sharp and G-flat look completely different, though they’re the same pitch (unless you’re doing some avant-garde musical experimentation). Differentiation, integration, and Riemann sums are all different views of the same idea in calculus, but their notations are nothing alike. Addition, multiplication, and exponentiation are versions of the same fundamental operation (doing some additive operation repeatedly), but they also have completely different notation. It would be interesting to design new notations that are more suggestive of these hidden relationships between ideas.

    Notation doesn’t have to look like language, or like symbols on a horizontal line. As we imagine new kinds of notation, it’s easy to get stuck in a status quo bias, thinking within the set of things we can type into a computer and look and feel like language or math. I think we should be aware of the risk of falling into this trap, and actively imagine non-linguistic notation that take better advantage of two- or three-dimensional, interactive capabilities of software. For example, in digital audio workstations for music production, tracks aren’t expressed using notes on ledger lines like parts in traditional music notation. Instead, tracks are visualized so that they can shrink and expand to reveal detail or high-level shape as the musician moves around the software interface. This interface represents a new kind of notation for music, one that provides unique benefit in an interactive interface.

    
      [image: Geometric diagrams representing functions and expressions in the lambda calculus]
    

    
      – Notation doesn’t have to look like language. (Taken from “Lambda diagrams”)
    

    Whatever the exact form, future notations native to the software medium will depart often from its static predecessors, only rhyming with history where it’s useful.

    Future directions

    Throughout the post, I’ve highlighted two promising paths for augmenting our thinking and creativity with better notation.

    
      	Improving our existing notation to be more interactive and dynamic

      	Inventing new notation to let us work quantitatively with more abstract ideas

    

    Though it’s early, I want to end with some of my thoughts on what future work in this direction might look like.

    One path I’m beginning to investigate is notation for working with complex networks of ideas. I explored the diversity of domain-specific notations in this post, like music notation or regular expressions, but the most common, versatile, and intuitive notation is still natural language. How can we improve the way we work with written language to be more interactive and dynamic?

    Complex ideas often present themselves as densely connected networks of smaller ideas. In light of this structure, I think a good dynamic format for documents should help readers and writers explore these graphs of ideas intuitively. Perhaps we can make effective use of the human brain’s finely tuned ability to navigate physical spaces, and construct documents that feel like “spaces” that we read by “navigating” it. Rather than having “notes” that are just collections of homogeneous chunks of text, maybe notes can take on different roles in this map of ideas – some notes are more “paths” that help us discover other notes; some notes are more “districts” that act as topic-level containers, and some notes are “landmarks” that go deep into specific concepts.

    There are also worthwhile sources of inspiration elsewhere: Within the world of software development, we’ve invested decades of effort into graph-exploring interfaces, too, called code editors. Source code is often graph-shaped, and I think many of the ideas that apply to navigating complex codebases would be equally fit for navigating complex webs of ideas.

    Lastly, I want to investigate ways to make written language itself more dynamic. What if we could ask a paragraph discussing an abstract idea to produce examples of its own argument? What if you could turn a dial on any article or blog post from “1-minute summary” to “book-length treatise” to get exactly the depth and brevity you want to spend on a topic? In the same way we can manipulate numerical models in Excel, I want to imagine dynamic documents where I can extend and stretch ideas expressed in prose with the help of software. I want my notes to self-organize into topics and lists based on the context of my current thought. When we dream of interactive notation for thought, I think these kinds of interactions should be our starting place.

    Another important open question in this space concerns measuring our progress. Once we have experiments and prototypes for better notation, how might we measure our success? What makes new notation valuable?

    The value of notation lies in how it enables us to work with new abstractions. With more powerful notation, we can work with ideas that would have been too complex or unwieldy without it. Equipped with better notation, we might think of solutions or hypotheses that would have been previously unthinkable. Without Arabic numerals, we don’t have long division. Without chess notation, the best strategies and openings may not have been played. Without a notation for juggling patterns called Siteswap, many new juggling patterns wouldn’t have been invented.

    
      Right now, today, we can’t see the thing, at all, that’s going to be the most important 100 years from now. – Carver Mead

    

    I think notation should be judged by its ability to contribute to and represent previously unthinkable, un-expressible thoughts.

    A notation is not a single feature or symbol. Innovation in notation and dynamic documents won’t arrive as a single big idea or a single product from a new startup. Just as mathematical notation isn’t just the Σ sign or the concept of using a letter in place of numbers, the revolution we seek won’t be just bidirectional links or just spatial interfaces or just GPT-whatever. As generations of companies and products come and go touting new ideas and interaction mechanics, we shouldn’t ask “Does this product finally get it right?” but rather “What good ideas can we take from this to our vision of better notation, better documents, and better ways of working with ideas?”

    There’s a subtle but important distinction between augmenting human productivity, which is every tech company’s aim, and augmenting human intellect. The former is an economic endeavor that helps us accomplish more of what we could do already; the latter is a step towards helping us invent new things and see new ideas we could not before. In the path to build newer and better tools, we should not be blind to the fact that the future has always been defined by nascent ideas – ideas that may be written in words we don’t recognize yet and symbols that may not yet exist. It is up to us to ensure that by the time the world needs those ideas, we can speak of them, write them down, and pass on the knowledge.

    

    ← Towards a research community for better thinking tools

    I share new posts on my newsletter. If you liked this one, you should consider joining the list.

    Have a comment or response? You can email me.
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    I've worked at various tech companies: from "traditional" shops and consultancies, through an investment bank, to high-growth tech firms. I've also talked with software engineers working at startups, banking, automotive, big tech, and more "traditional" companies. This mix had a healthy sample of Silicon-Valley companies and ones headquartered outside this region.

    I've noticed that Silicon Valley companies consistently "get" a few things that their traditional counterparts fail to either understand or implement in practice - especially in Europe.These are practices that result in faster innovation at a company-level, better professional growth for engineers, and just better "utilization", for the better word for it. In turn, Silicon Valley companies can (and do!) pay higher wages, and they get more value out of the same person.

    In this article, I'll use the term "Silicon Valley-like company" to refer to modern companies who create high leverage with each software engineering hire, and who have traditionally been headquartered in Silicon Valley - though many newer ones no longer got started there. They are the kind of companies that are comparable in working output per engineer to the likes of Facebook or Google. They use similar methodologies and can often attract talent from other "Silicon Valley-like" companies.

    Here are the key things these companies "get" better than many others.

    1. Autonomy for software engineers

    In "traditional" companies, developers get work items assigned to them - most often JIRA tickets. These tickets are vetted by the product - or project - manager, and they have most key details to do the work. And they're expected to do just that. There's little need for questions unless it's about clarifying a detail in the ticket.

    Join a "SV-like" company, and you'll see little of this. There are projects, and there are program managers and engineering managers. But for the most part, engineers are expected (and encouraged!) to figure out the "how" of the work, including making larger decisions. In some places, each project would have an engineer leading it, who facilitates breaking up the work. At other places, engineering managers or senior engineers could do this work. Regardless of how it's done, all engineers are incentivized to look at the big picture, to unblock themselves, and to solve any problem they see.

    Engineers taking initiative is something "SV-like" companies celebrate. It's common to see services and features built that engineers suggested or have teams spend dedicated time paying off tech debt that people on the team advocated for. And it is uncommon for managers to tell engineers what exactly to do, to break down their work into small chunks or to micromanage them. People self manage.

    The expectation from developers at traditional companies is to complete assigned work. At SV-like companies, it's to solve problems that the business has. This is a huge difference. It impacts the day-to-day life of any engineer.

    At traditional companies, the notion of devs do what they are told often ends up with a hierarchical setup. I've talked with people at a bank that had six levels of project management. Developers were at the bottom two. Decisions were allowed to be done from level three. Basically, those doing the work did not have a say - by design. Need I add that this bank was struggling with how their software department was (not) working?

    
      [image: ]
      A hierarchical view of the world. Some traditional companies still work like this.
    
    Compare this with places where engineers are recognized to have the ability to solve problems on the ground better than anyone else. Leaders know that it's in the best interest of the business to share all relevant business context with them, and give space for execution.

    
      [image: ]
      Passing context down and giving autonomy to make decisions is how efficient organizations pull ahead.
    
    2. Curious problem solvers, not mindless resources

    Traditional companies tend to think of an engineer's time of 8 hours to spend on coding. Any time that is not in front of a computer, and doing coding, is often thought of as waste. And they justify this with the high cost. I've heard someone describe the reasoning like this:

    
      Software engineers get paid more than many other functions. We need to utilize them accordingly. We can't have them run empty.

    

    "SV-like" companies think of software engineers as the people best suited to solve the problems that the organization has. They hire not only for technical skills but communication and problem-solving ability. Their thinking is a bit more like this:

    
      Software engineers are among the highest-paid people in our company. This is because they can bring some of the highest leverage through coding and problem solving. We want to expose them to the business, so while they are doing their "normal" work, they can also find more impactful opportunities for the business.

    

    In practice, a motivated engineer easily makes multiple times the impact of a "factory worker" who is just told what to do. In the worst case, when the work spec is clear and correct, both people have the same output. However, engineers who are encouraged to solve problems will often stop and think before picking up work, identifying opportunities for more impact. Here's a couple of conversations I've had at "SV-like" companies after asking an engineer if they can do X:

    
      	"I did a bit of digging, and though we could do X, if we can reduce the scope by this feature that won't make a difference for the business impact, we could ship this without any code changes, just changing a few config files."

      	"I am concerned if we could ship the project, and think we should put a pause on it. I checked what our competitors are doing, and one of them launched a similar feature, but reversed it, after they got investigated by the regulator. Have we checked with the legal team if we could ship this at all?"

      	"I looked at our backlog, and project Y is really similar. If we combined project X and project Y, we could ship two things, with very little overhead."

      	"We could either build this project on the legacy infrastructure now, but then we have migrate to the new infra that will be complete in a month. Can we delay the project by a month, until the new infra is ready, to avoid double work? If there's no strong business reason to launch in a month, I'd really suggest we do this"

    

    In an environment that encourages problem solving and results over following directions, better decisions are made.

    3. Internal data, code, and documentation transparency

    Transparency is big at SV companies. Though there are exceptions - Apple or Palantir supposedly taking great care to give as little information to engineers as needed - I've observed most "SV-like" companies sharing as much as they can. They do this in a way that is in line with GDPR, PII, and other regulations that apply to them.

    Employees - not just engineers - often have access to realtime business metrics, and data sources to write their own queries and create custom reports. At Skyscanner, we would get a daily summary email on the daily revenue breakdown, every day. At Uber, there would be a weekly growth newsletter with similar metrics, weekly.

    As companies grow and as they go public, a consolidation of this information happens. Still, engineers still have access to business data for their organization that helps guide their decision making.
At traditional companies, much of this does not exist. Engineers get the spec, and the higher ups will know why something is decided - at least, that's the idea.

    4. Exposure to the business and to business metrics

    At SV companies, it's expected that each team member understands what part of the business their work impacts and how. The team goals are rarely just to ship a feature: it's to decrease customer churn by 2% by launching Feature1, or to increase revenue by a predicted $10M/year by shipping ProjectX.

    SV engineers are encouraged to interact with the rest of the business and build relationships outside just fellow engineers. In practice, more senior engineers usually end up doing this: from having 1:1s with product managers to taking part in customer research sessions. But I've seen new joiner engineers work directly with business stakeholders without anyone blinking an eye.

    In contrast, traditional companies often make it impossible for developers to interact with the rest of the business. This is not how it's presented, though. They'll say "we want to shield our engineers from distraction". But I've heard stories of an engineering manager wanting to invite team members to a product presentation, and the product manager shutting this idea down. "We need them to work, and we can't afford to be distracted." is a common excuse.

    When an engineer at a traditional company builds relationships outside their team, they'll often get told they are "not focusing enough", "wasting time" or doing things that is "not their business". This kind of "unusual" activity would often be recorded as a negative in their performance review.

    It sounds crazy to me that companies would take some of their best-positioned problem solvers, and force them into the "you just write code" box, but it's happening. And the same companies who try to measure engineering productivity with metrics related to lines of code or commits wonder why their engineers are not product-focused or product-aware.

    5. Engineer-to-engineer comms over triangle-communication

    When you're an engineer and have a question about how another team does something, you go about it differently at traditional, and at "SV-like" companies.

    Traditional companies will encourage hierarchical communication. This is both to "shield" engineers, and also because managers in these places prefer to be information hubs, and not give up control over this part. Here's how a question or ask to another team would often go:

    
      [image: ]
      Communicating in a "traditional" / hierarchical organization
    
    "SV-like" companies encourage engineer-to-engineer communication, cutting out middlemen. This is faster in all cases. And in cases where the engineer on the other team cannot help, this process can fall back to the "traditional" model of the manager helping out facilitating the discussion:

    
      [image: ]
      Communicating done (far more) efficiently
    
    6. Investing in a less frustrating developer experience

    Developing in 2020 can be frustrating. Not because of writing code - that's the easy part! - but the surrounding things. Setting up dependencies. Deploying to production or test environments. CI/CD. Monitoring and alerting. These are not that big of a deal while you're on a team of a few people. Still, they'll come up every now and then.

    However, the developer experience becomes much more frustrating as the company grows. It starts with smaller things like the build time getting slower, dependencies adding up, or changes that need to be made across services. It continues with figuring out which team owns which service, small migrations blowing up by impacting many teams, all the way to redefining the architecture across all of engineering.

    Frameworks and tooling change quickly, and the tooling rarely keeps up. Companies that care about engineers focusing on solving problems quickly set up various infra, platform and SRE teams, who reduce the developer experience churn.

    While it might sound counter-intuitive to hire software engineers who only focus on other software engineers working faster: at many places, it's not. It's a great return that helps these companies move faster, and developers stay happier.

    (This also happens to be an area I'm quite interested in, and where I'm validating some startup ideas - if you have thoughts on this space, hit me up).

    7. Higher leverage --> higher {autonomy, pay}

    Any SV-like company who wants to compete in pay for engineers needs to create high leverage where the value brought in by these engineers exceed their salaries. This leverage can come both at scale, and at growing the business. Reducing time wasted on things like unnecessary comms, and tooling all add to this leverage. Giving enough autonomy for engineers to (over) contribute to the business is how you can keep this leverage high.

    What much of Google, Facebook and other established companies are paying high salaries today, is the leverage of scale. An engineer at one of these companies often builds features used by many millions of customers. This kind of leverage and value-add pays for itself.

    
      [image: ]
      Higher autonomy --> higher leverage --> higher value created --> higher pay (all while the company still makes a profit)
    
    What SV-like startups do is leverage software engineers in growing the business. This is how a software engineer at Fog Creek software implemented a million-dollar idea for ad classfields. It's how a few engineers and designers pushed ahead to build the Like button at Facebook. The business impact of this button is well in the billions: allowing Facebook to (re-) target ads, and "track" users outside of the Facebook site.

    Had any of the people mentioned above worked at a "traditional" environment, their ideas would have stayed exactly that: ideas. "SV-like" startups incentivize engineers to come forward with business ideas, and implement them, while they are at it. Everyone is better off for it: the people with the idea and the business.

    Companies that leverage engineers well will have no trouble paying close to the top of the market, or above it. Basecamp is a good example of non-"Big tech" company that leverages engineers well, meaning they can also pay top of the SF market for base salary, globally, while staying profitable.

    The biggest overall difference

    There's a lot of aspects to differences in how different type of companies approach their relationship to engineers. The biggest one is this, though. "SV-like" companies think of engineers as value generators, and creative problem solvers. Traditional companies think of them as factory workers.

    This divide in thinking is what leads to forward-thinking companies being able to both pay engineers better, while giving them more autonomy. A factory worker has a very well-defined added value, that you can plan for. A creative problem solver, on the other hand, can bring in 10x that value, when utilized properly. It makes sense to pay them more, give them more freedom, and as this is how you enable them to contribute more value business value.

    Once you've worked in a SV-like environment, you also struggle to go back to the "traditional" workplace, where everyone has their well-defined role, and eyebrows are raised when you step out of it.

    As a software engineer, pleasant places to work at is where you are a problem solver, not a factory worker. Which one are you today?

    
      Translations of this article: Chinese on CSDN
    

    Featured Pragmatic Engineer Jobs

    
      	Engineering Manager at Orbit. Remote (global).

      	Full Stack Engineer at Clay. Remote.

      	Founding Software Engineer at Bytebase. Remote (US). I'm an investor.

      	Senior Backend Engineer at Brave Care. Remote (US) $150-200K + equity.

      	Senior Software Engineer at CAST AI. Remote (EU) €54-96K + equity.

      	Senior C++ Engineer at HOLOPLOT Plan. Berlin. €70-80K

      	Senior site reliability engineer at Wave Money. Remote (global) $138-240K + equity.

      	Software Engineer III at Ladders. Remote (US & EU).

    

    Browse more senior engineer and engineering leadership roles with great engineering cultures, or add your own on The Pragmatic Engineer Job board.
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